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Abstract

A recent trend in evolutionary robotics and artificial life research is to maximize self-

organization in the design of robotic systems, in particular using artificial evolutionary

techniques, in order to reduce the human designer bias. This dissertation presents

experiments in competitive co-evolutionary robotics that integrate and extend previous

work on competitive co-evolution of neural robot controllers in a predator-prey scenario

with work on the ‘co-evolution’ of robot morphology and control systems. The focus

here is on a systematic investigation of tradeoffs and interdependencies between

morphological parameters and behavioral strategies through a series of predator-prey

experiments in which increasingly many aspects are subject to self-organization through

competitive co-evolution. The results show that there is a strong interdependency

between morphological parameters and behavioral strategies evolved, and that the

competitive co-evolutionary process was able to find a balance between and within

these two aspects. It is therefore concluded that competitive co-evolution has great

potential as a method for the automatic design of robotic systems.

Keywords: Evolutionary robotics, competitive co-evolution, sensory-motor system,

robot morphology, brain and body ‘co-evolution’, parameter optimization, predator and

prey, vision.
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1 Introduction

In the 1950s a new research paradigm started to emerge that was intended to investigate

the underlying mechanisms of intelligence. This new paradigm was called Artificial

Intelligence, often referred to as AI. In its early years, AI focused more on abstract

domains such as problem solving or game playing. The area expanded with its

knowledge of different search algorithms and soon programs that could play chess, for

example, emerged. A criticism against this approach arose when attempts were made to

implement artificial intelligence in robots. The criticism involved how the world was

represented (Searle, 1980). Robots, or AI systems in general, did not create their own

representation of the world, but instead the experimenters created a symbolic

representation of the world that was then given to the AI system (Brooks, 1991a). As an

alternative to using a top-down approach of breaking down behaviors and knowledge to

be represented for the robot, a bottom-up approach was suggested that implied minimal

influence of the human designer by building simple adaptive mechanisms from which

complex behavior could emerge (e.g. Pfeifer & Scheier, 1999; Nolfi & Floreano, 2000).

In the 1980s the ideas of using the Darwinian principle of natural evolution in the

design of computer systems started to become more and more popular. Parallel to this,

ideas emphasizing the embodiment of intelligence and its situatedness in the

environment emerged towards the end of the 1980s (Brooks, 1991a, 1991b). Soon these

ideas converged towards evolving control systems of robots that are situated and

embedded in the environment. By doing so, the robot was not given a representation of

the environment or the world that it was situated in; instead, the robot became

autonomous, performing certain motor actions according to certain sensory input. Soon

different ideas from natural evolution were tested with the new approach that soon was

called Evolutionary Robotics (e.g. Harvey, Husbands & Cliff, 1993; Cliff, Harvey &

Husbands, 1993; Husbands, Harvey, Cliff & Miller, 1997; Meeden & Kumar, 1998;

Floreano & Urzelai, 2000, Nolfi & Floreano, 2000). One of these ideas was to test if it

was possible to co-evolve two robots in a scenario similar to the predator and prey

scenario found in nature, investigating pursuit and evasion strategies (Miller & Cliff,

1994a, 1994b). This area within Evolutionary Robotics is commonly referred to as

Competitive Co-Evolution (CCE), i.e. evolution of two or more competing populations

that, in some sense, incrementally adapt to each other. Researchers such as Cliff and

Miller (1996) were successful in this pursuit, initially only in simulation. Later Floreano
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and Nolfi (1997b) were successful in performing these kinds of experiments in reality,

i.e. on physical robots.

Recently, focus has been set on not only evolving the control system of the robot,

but also other aspects, such as the robot’s morphology and the architecture of the

control system (e.g. Lee, Hallam, & Lund, 1996; Pollack, Lipson, Hornby & Funes,

2001; Nolfi & Floreano, 2002). Again, the motivation is taken from nature where

examples of tight connection between brain and body exist. Despite the biological

inspiration, the goal is not necessarily to investigate or model exactly how this process

acts in nature. Instead, ideas from natural evolution are taken and used in artificial

evolution in order to design, possibly complex, technical systems. The goal of this

dissertation is to extend the work of a number of researchers, in order to further

investigate possibilities and limitations of artificial competitive co-evolution in the

design of robotic systems, in particular the interdependencies between morphological

parameters and behavioral strategies.

1.1 Motivation

One of the ideas of CCE is to minimize the human designer bias, but there are still

certain constraints and/or dependencies implemented into the evolutionary process,

explicitly or implicitly, by the human designer. Successful experiments of CCE are, for

example, the experiments of Cliff and Miller (1996). They co-evolved two competing

populations, including in the evolutionary process the architecture of the neural control

system, and parts of the morphology of the robot. However, it was only possible to

perform this experiment in simulation. Floreano and Nolfi (1997b), on the other hand,

were able to perform their CCE experiments with real robots. However, they did not

evolve the architecture of the control system or the morphology of the robot, but only

the connection weights of the neural net controlling the robots’ behavior was evolved.

In later articles, Nolfi and Floreano acknowledge the fact that limiting the evolutionary

process can constrain it (Nolfi and Floreano, 1998). They further state:

Evolutionary robotics experiments where both the control system and the

morphology of the robot are encoded in the genotype and co-evolved can

shed light on the complex interplay between body and brains in natural

organisms and may lead to the development of new and more effective

artifacts (Nolfi & Floreano, 2002).



1 Introduction

3

The latter argument in the above citation, i.e. ”… the development of new and more

effective artifacts”, is the main underlying motivation of this dissertation. Further will

this dissertation extend the work of Floreano and Nolfi (1997a) with ideas from Cliff

and Miller (1996), attempting to develop new robot artifacts. The aim is not to evolve

completely new robot morphology, but instead to try to find an optimal/suitable

morphology, based on the robots ‘existing’ capabilities.

In summary, this work aims to combine and extend previous works within the area

of CCE. By doing so, this dissertation will (hopefully) shed some light on the

possibilities of using artificial competitive co-evolution in the design of robotic systems,

reducing the human designer bias.

1.2 Dissertation outline

Chapter 2 will introduce central concepts and theories relevant for this dissertation. The

focus will be on the research area of evolutionary robotics in general and competitive

co-evolution in particular. This chapter also has a section that discusses work related to

this dissertation. Chapter 3 will present and specify the problem in more detail. Chapter

4 then gives a description of the experimental approach that will be used in order to

investigate the problem of interest. In Chapter 5 an overview over the experiments is

given, and the experimental framework used for running the experiments is described.

Chapters 6 to 10 present results from the different experiments. Finally, Chapter 11

summarizes and discusses the experiments presented in this dissertation and its

contributions. In addition, some suggestions for future work are presented.
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2 Background

This chapter will present the central ideas and concepts behind this dissertation. In

Section 2.1 Evolutionary Robotics will be presented in order to give a theoretical

framework around the dissertation. Section 2.2 will then focus on the central topic of

this dissertation, i.e. competitive co-evolution. Section 2.3, finally, concludes this

chapter by discussing related work that this dissertation is partially based upon.

2.1 Evolutionary Robotics

Evolutionary Robotics (ER) is a relatively new approach to AI that was introduced in

the beginning of 1990s. According to Nolfi and Floreano (2000), ER is the attempt to

develop robots and their sensory-motor control systems through self-organization, i.e.

an automatic design process that involves artificial evolution. The possibility to rely

largely on self-organization is considered the key characteristic of this approach. ER is

thus a special case of Adaptive Robotics (Browne, 1997) or Adaptive Neuro-Robotics

(Ziemke, 2001), implying the ability of robots to adapt to their environment and task.

The basic idea of ER is inspired by the Darwinian principle of natural selection and

“the survival of the fittest”. First, an initial population is created where a randomly

created genotype (i.e. the genetic specification of the individual, also referred to as a

chromosome) encodes the control system of a robot. The robot, simulated or real, is

then let to interact in the environment, while its performance on certain tasks is

constantly being evaluated according to a so-called fitness function. At the end of the

generation, the fittest individuals are selected for reproduction. The reproduction

process usually mutates and recombines the genotype of the selected individuals, either

sexually or asexually, creating offspring. The offspring in turn encode the next

generation’s robot control system. This procedure, often referred to as Evolutionary

Algorithm (EA) in general or more specific Genetic Algorithm (GA) (Mitchell, 1996), is

then repeated for a number of generations until a suitable individual, according to the

fitness criterion, has been evolved.

ER can be considered as a general methodology for evolving autonomous robots (cf.

Harvey, Husbands & Cliff, 1993), but applying it demands certain consideration. The

following sections will provide an overview of different aspects of ER that are of

importance to consider before applying it as a methodology.
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2.1.1 Designing robot control systems

As Nolfi and Floreano (2000) point out, the design of behavioral and physical systems

can be a difficult task. These systems are much more than just static computer

programs, supposed to perform certain behaviors in a real environment. They need to

interact with an environment that is often dynamic and unpredictable. A common design

approach to this problem is divide-and-conquer, i.e. to find a solution by dividing the

problem into simpler sub-problems (Nolfi & Floreano, 2000). This decomposition has

been considered to be done in two different ways, either vertically or horizontally. The

vertical decomposition (or decomposition by function) decomposes behavior according

to the ‘sense-model-plan-act’ model (cf. Figure 1). In this model, the sensory input is

processed in a sequence. First, the input arrives from the sensors. This input is then

integrated into an internal model, and from the model, a suitable plan to respond to the

input should be constructed. When the plan is ready, e.g., to move left or right, it is

executed.

Figure 1: Vertical decomposition (adapted from Brooks, 1986; Ziemke, 2001)

Brooks (1991a) criticized vertical decomposition by stating that, for example,

decomposing a complex problem domain is far too difficult, both concerning finding the

right sub-pieces and the interfaces between them. Brooks (1991a) suggested instead a

horizontal decomposition (or decomposition by activity) of behavior allowing

incremental development, i.e., going from lower-level behavior to higher-level behavior

(cf. Figure 2).

Figure 2: Horizontal decomposition (adapted from Brooks, 1986; Ziemke, 2001)
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However, even in the case of horizontal decomposition the designer still needs to

decompose the task and that can be difficult because he/she sees the task from his/her

own perspective but it can look differently from the robot’s perspective. Figure 3

illustrates this problem. While the robot interacts with the environment, it receives

different sensory input in different situations. These different sensory inputs then result

in different motor actions. This results in a number of different mappings between the

sensory space and the motor space. The description of these mappings, seen from the

robot’s perspective, can be considered a proximal description of behavior. On the other

hand, from an observer’s perspective, overall behaviors are usually identified, such as

‘approaching’ or ‘avoiding objects’. The description of a robot’s behavior from this

perspective is called a distal description (Sharkey & Heemskerk, 1997).

Figure 3: Proximal and distal description of behavior (adapted from Nolfi & Floreano, 2000, p.

8)

The point is that, although it is possible to state that global behavior can be divided into

a set of simpler behaviors from the point of distal description, this does not imply that

this particular decomposition of the task is the best one, or that it can even be

implemented into separate layers as suggested by Brooks (1991a). ER suggests an

alternative solution to this problem by focusing on automatic design of proximal

mechanisms. Instead of decomposing the behavior of the robot and implementing it into

layers or modules, vertical or horizontal, the mechanisms underlying the behavior of the

robot is evolved. The robots interact with the environment and the fittest ones are
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selected for reproduction. Although the selection of the individuals uses an observer-

defined criterion, i.e. the fitness function, all changes to the behavior of the robot take

place at the level of proximal mechanisms, e.g. by mutating the genotype. According to

Nolfi and Floreano (2000), this makes ER an interesting methodology from an

engineering perspective as it relies on a self-organizing process for obtaining behavior

and not on design decisions made by the human designer.

The mappings between the sensory space and the motor space are implemented by

the control system of the robot. To be able to capture and integrate all these different

mappings, Artificial Neural Networks (ANN) are commonly used as control systems (cf.

Figure 4 left). ANNs are computational models that bear certain similarity to the natural

nervous system (Hertz, Krogh & Palmer, 1991). They consist of a number of units (also

referred to as neurons) that are commonly ordered into layers. The input and output

layers that are connected to the environment are responsible for receiving respectively

sending signals. The units between these layers are commonly referred to as hidden

units as they are not in any direct contact with the environment. Different units or layers

can be connected together. These connections (also referred to as synapses) are

associated with weights. These weights are commonly represented in the genotype of

the robot and evolved throughout generations by adding small random values according

to Gaussian or uniform distribution. The signals that are received from the units in the

input layer are propagated throughout the network. The signal (typically a value

between zero and one) is multiplied by the weight of the connection that it is traveling

by. Each unit (in either hidden or output layers) sums the inputs from different incoming

connections and sends it through an activation function (cf. Figure 4 right). The

activation function determines the outgoing activation value (or signal).

Figure 4 Left: Example of an Artificial Neural Network architecture. Right: A unit sums the

inputs from different incoming connections and sends it through an activation function

(adapted from Nolfi and Floreano, 2000)

As mentioned above, typically the weights are evolved, while the architecture of the

ANN is not. Two main types of architectures are commonly used, feed-forward or
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recurrent. A feed-forward neural network is a simple neural network as shown in Figure

4, where a specific input results in a specific output. A recurrent neural network, on the

other hand, can have recurrent connections, e.g., a unit can have a connection to itself

implying that an output from a unit can affect the output from the same unit at a later

time. This results in that the neural network can deliver different responses to the same

sensory input at different points in time. By evolving the weights of an ANN, using

EAs, it is possible for the robot to learn behaviors, with only a minimal supervision

from the designer. The designer usually needs to design the architecture (i.e. the number

of units etc.) and the fitness function that is used to evaluate the individual controlling

the robot.

Nolfi and Floreano (2000) state that it is possible to develop complex forms of

behavior without increasing amount of supervision, by using the self-organization

process of ER. This can be done by:

• generating incremental evolution through competitions between or within

species;

• leaving the system free to decide how to extract supervision from the

environment through life-time learning;

• including the genotype to phenotype mapping within the evolutionary process.

Each of the three points mentioned above, incremental evolution, extraction of

supervision, and genotype-to-phenotype mapping, are in turn issues that need to be

considered when ER is being used. They are therefore discussed in further detail in the

following three subsections.

2.1.2 Incremental evolution

When evolving a robot there is the danger that the task that it is supposed to solve is too

complex and therefore in the starting generation(s) the robot will not succeed at all. If

all individuals from the first generation are scored with the same fitness value, i.e. zero,

then the selection process will not work. This problem is usually referred to as the

bootstrapping problem (Nolfi & Floreano, 2000).

One way to avoid this problem is to evolve a robot incrementally, i.e. to expose it to

tasks that are increasingly more complex so that it is able to learn basic behaviors for

solving a simple task before continuing to solve the more complex overall task (Nolfi &
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Floreano, 2000). This solution requires a certain amount of human supervision to

maintain and change the selection criterion.

Another solution to this problem, and according to Nolfi and Floreano (2000) a

more desirable one as it does not require an equal amount of human supervision, is to let

the self-organization process of ER take care of the incremental evolutionary process.

This situation often arises automatically when two populations have coupled fitness and

are competing with one another, such as in predator and prey scenarios. This will be

described in more detail in Section 2.2.

2.1.3 Extraction of supervision

What extraction of supervision implies is learning, i.e. using information received from

the sensors so that a robot can learn to adapt to the environment, instead of just reacting

to sensory input. Usually a robot only learns through evolution (phylogenetic

adaptation), but a robot can also learn during its lifetime (ontogenetic adaptation).

According to Nolfi and Floreano (2000), in principle, a robot can genetically acquire,

through evolution, any ability that can be learned during its lifetime. Although the same

result can be achieved, these methods differ concerning supervision. Lifetime learning

has the advantage of having access to sensor information while a robot is interacting in

the environment. Although the amount of information is substantial, it only shows what

the individual does at different moments of its lifetime, resulting in problematic

decisions in how to modify behavior in order to achieve higher fitness. The evolutionary

process, on the other hand, evaluates the individual based on its overall performance

during its lifetime, making it easier to select individuals for reproduction.

Another aspect is what type of strategies can be adapted during learning. During

lifetime learning, it is possible for a robot to acquire a certain strategy for a certain

environment, which implies that for each new environment the robot must undergo an

adaptation to the new environment. Robots that can adapt these kinds of strategies are

referred to as plastic generals (Nolfi & Floreano, 2000). On the other hand, during

evolutionary learning, the robot can learn one strategy that can be used in different

environments. That implies that when the robot enters a new environment it does not

have to go through an adaptation process. Robots that have adapted these kinds of

strategies are referred to as full generals (Nolfi & Floreano, 2000). However, if the

robot that has adopted a single strategy (i.e. a full general) encounters an environment
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that this strategy cannot cope with it will fail in its task. Under these circumstances,

only robots that can adopt new strategies (i.e. plastic generals) may solve the task.

2.1.4 Genotype-to-phenotype mapping

According to Nolfi and Floreano (2000), the genotype-to-phenotype mapping is one of

the most debated issues in ER. Wagner and Altenberg (1996) define the concept of

evolvability in order to explain this issue, as the “…ability of random variations to

sometimes produce improvement” (Wagner & Altenberg, 1996). Wagner and Altenberg

(1996) state that evolvability critically depends on the way genetic variation is mapped

onto the phenotypic variation. They call this the representation problem but according

to Nolfi and Floreano (2000), this is also referred to as the genotype-to-phenotype

mapping problem. According to Wagner and Altenberg (1996), the mapping of the

genotype-to-phenotype is what determines variability, or how much an individual can

change between generations. Variability is distinguished from variation, as variation is

the difference between individuals of two different generations while variability is the

spectrum that can be affected to change an individual between generations.

The genotype-to-phenotype mapping in ER is usually a static one-to-one mapping

where each artificial gene is mapped to a neural network connection weight, codifying a

single character of the robot. However, by doing so constraints are put on evolvability

as no variability is allowed in the genotype-to-phenotype mapping. There have been

experiments where a more complex mapping is being used but in those cases there is a

human designer that designs the mapping in contradiction to natural evolution where the

mapping itself is subject to the evolutionary process (Nolfi & Floreano, 2000).

2.2 Co-evolution

In this section, co-evolution will be discussed in further detail since it is of relevance to

this dissertation. First, a discussion of CCE in nature will be given, in order to present

the theoretical and biological foundations of co-evolution in ER. The second subsection

presents different aspects of CCE in ER, i.e. the evolution of two or more competing

populations with coupled fitness. The third subsection introduces ‘co-evolution’ of brain

and body, i.e. cases where the control system is evolved together with the robot body.
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2.2.1 Competitive co-evolution in nature

The most known scenario of CCE in ER is taken from nature. That is the scenario

formed by predators and prey respectively. These species co-exist in a delicate balance

in nature, where sometimes the predator captures the prey and sometimes the prey

escapes the predator, as, for example, described by Campbell, Reece and Mitchell

(1999):

In the gathering dusk a male moth’s antennae detect the chemical

attractant of a female moth somewhere upwind. The male takes to the air,

following the scent trail toward the female. Suddenly, vibration sensors in

the moth’s abdomen signal the presence of ultrasonic chirps of a rapidly

approaching bat. The bat’s sonar enables the mammal to locate moths and

other flying insect prey. Reflexively, the moth’s nervous system alters the

motor output to its wing muscles, sending the insect into an evasive spiral

toward the ground. […] The outcome of this interaction depends on the

abilities of both predator and prey to sense important environmental

stimuli and to produce appropriate coordinated movement. (Campbell et

al., 1999, p. 992)

Cliff and Miller investigated a number of different aspects of CCE (Miller & Cliff,

1994b; Cliff & Miller, 1995, 1996). The experiments performed by Cliff & Miller

(1996) considered evolution of sensor-morphology in a CCE scenario of predator and

prey robots. By allowing the robots to evolve their visual sensors’ position, they

discovered that the evolutionary process chose predators (pursuers) that had evolved

their visual sensors at the front side of the robot. On the other hand, the evolutionary

process chose prey (evaders) that had evolved their visual sensors directed sideways, or

even backwards. This is also common in nature, or as Cliff and Miller (1996) state:

… pursuers usually evolved eyes on the front of their bodies (like

cheetahs), while evaders usually evolved eyes pointing sideways or even

backwards (like gazelles). (Cliff & Miller, 1996, p. 506).

This is rather interesting from a biological perspective. When looking into nature for

predator-prey dynamics cheetahs and gazelles are a typical example. What Cliff and

Miller (1996) described above is a situation that often arises in nature, i.e. that predators

evolve eyes on the front of their heads (frontal vision) while prey evolve eyes on the

sides of their heads (side vision). Having frontal vision is one of the most common
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characteristics of predators. This gives predator’s depth perception, allowing them to

judge how far away their prey is. The majority of prey animals on the other hand have

side vision. They do not have depth perception but instead they gain a better field of

vision, i.e. they can see more of the area around them without turning their heads (e.g.

Smythe, 1975; Hughes, 1977; Rodieck, 1998).

What makes the above discussion even more interesting is putting vision into a

biological and evolutionary perspective. Eyes, known as photoreceptors in biology, are

just light detectors. Through evolution, a great variety of eyes has evolved in the animal

kingdom, from simple clusters of cells that detect only the direction and intensity of

light, to complex organs (such as the human eye) that has the ability to form images

(Campbell et. al., 1999). According to Campbell et al. (1999), despite this diversity, all

eyes contain molecules that absorb light, and molecular evidence indicates that most, if

not all, eyes in the animal kingdom may be homologous1. This is an interesting fact

from an evolutionary perspective implying that the development of the actual eyes in

animals follows the developmental pattern of the animal’s taxonomic group, whose

effect appear to be superimposed on the ancient, homologous mechanism (Campbell et

al., 1999).

The cells that sense light in the eye are called photoreceptor cells and can be of two

types, rod and cone cells. These cells are in a layer called retina, which is the innermost

layer of the eyeball (cf. Figure 5). As a comparison for later discussion, the human has

125 million rod cells and 6 million cone cells. These cells have different functions, and

the relative number of these two photoreceptors in the retina is partly correlated with

whether an animal is most active during day or night. Rod cells are more sensitive to

light but do not distinguish colors, and enable us to see at night, but only in black and

white. Cone cells on the other hand are less sensitive to light and therefore require much

more light to be stimulated. This means that cone cells do not function in night vision

but on the other hand make it possible to distinguish colors in daylight. Most of the rod

cells can be found in great density at the edges of the retina and are completely absent

from the foeva, the center of the visual field. Cone cells on the other hand are most

dense at the foeva (in humans there are 150.000 color receptors per mm2). The more

1 A biological term used when different things have the same origin but serve different functions, e.g. the

wing of a bat and the arm of a man are homologous.
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cone cells there are at the foeva the more focused becomes the vision, e.g. some birds

have more than one million cone cells per mm2, which enables such species as hawks to

spot mice and other small prey from high in the sky (Campbell et al., 1999).

Prey animals typically have more rod cells in the retina, also in the center of it (at

the foeva), giving them the ability to adopt a wider visual range. For example, a deer

has a typical prey animal eye. Eyes are placed sidewise on the head to provide a

combined visual field of over 300 degrees with only 30 to 50 degree overlap for

binocular vision (i.e. focused vision). However, it is not only eye position and amount

of rod cells that determine the visual field of animals. The deer eye, for example, has

also a wide cornea, a wide pupil and a large lens to focus on all parts of the visual field

(cf. Figure 5 for placement of concepts) (Albert, 1998).

Figure 5: Structure of the vertebrate eye (adapted from Campbell et al. 1999, p. 997)

Large cats on the other hand can be considered as predators (in relation to deer). They

have the best binocular vision among meet-eaters, which allows them to judge distance

accurately. Their eyes are in front of their heads giving them frontal vision. A cat’s eye

also has a wider visual field than humans or whole 295 degrees against our 210 degrees,

and slightly wider binocular field or 130 degrees versus 120 degrees (e.g.

www.szgdocent.org/cats/a-chetah.htm).

In summary, due to evolutionary adaptation, predators respectively prey have

adapted eyes fit for survival although, according to Campbell et al. (1999), all eyes may

be homologous. As Cliff and Miller (1996) explored the robot morphology and the

eyes’ position of the robot (see Section 2.3.1 for details), it would be interesting to take

that experiment one-step further. That could include exploring if predator and prey

would evolve eyes similar to their natural counterparts, where the predator would have a

more focused binocular vision while the prey would evolve a wider visual field with
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perhaps not so good binocular vision. In addition, constraints and dependencies could be

added to make this similar to predator-prey scenario in nature where, for example, the

cheetah must be close to the gazelle to be able to catch it as it only has a limited stamina

(can only run on full speed for a short while), while gazelles have more stamina.

2.2.2 Competitive co-evolutionary robotics

As mentioned in Section 2.1.2, CCE has been suggested as an alternative approach for

achieving incremental evolution. CCE is also a suitable approach as it decreases

involvement of human design in autonomous robots, and it also makes the environment

more complex and dynamic in the sense that the opponent’s strategies are dynamic

(Nolfi & Floreano, 2000).

The basic idea behind CCE is that there are at least two populations with coupled

fitness, i.e. the actions taken by one population influences the fitness of the other

population. These two populations then typically compete in achieving goals or tasks,

e.g., predators have to catch prey, which have to avoid being caught. As explained with

incremental evolution, both populations typically start with very simple behavior, but as

they evolve their behavior the success of one population puts pressure on the other

population to catch up. According to Nolfi and Floreano (2000), this can lead to that

these populations drive one another to increasing levels of behavioral complexity,

through a so-called arms race, a concept from evolutionary biology (Dawkins, & Krebs,

1979).

Another important aspect of CCE is diversity. Usually the selection process in CCE

makes individuals encounter opponents from the same generation but it could also make

individuals encounter opponents from other generations. Therefore, the diversity of the

task can be increased substantially allowing individuals with more general abilities to be

selected rather than individuals with brittle strategies that are only suitable for a certain

scenario against a certain opponent.

But there are some things to look out for in CCE. Nolfi and Floreano (2000)

mention in particular cyclic strategies and the Red Queen2 effect.

2 ”The Red Queen is an imaginary chess character described in Lewis Caroll’s Through the Looking

Glass who was always running without making any advancement because the landscape was moving with

her.” (Nolfi & Floreano, 2000, p. 288).
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Although CCE is supposed to allow for incremental evolution of complexity, e.g. in

artificial systems, it is not always guaranteed that this increase in complexity will occur.

Instead, the competing populations could start cycling between different strategies. A

short example follows to demonstrate this: Two populations A and B are competing. A

finds a strategy, S1, that wins over B’s strategy, S0. This pushes B to evolve a strategy,

S2, to win over A. When B has evolved the S2 strategy that wins over the S1 strategy of

A, A is pushed to evolve a new strategy, S3, to win over B’s strategy. However, when A

has evolved S3 then it could happen that the original strategy of B, S0, could beat the

new strategy, S3, of A. Now, if that happens A could evolve forward the original

strategy that won over that strategy, i.e. S1. This can lead to a cycle where A and B

continue to reinvent old strategies and not at all increasing their behavioral complexity

(cf. Figure 6).

Figure 6: Cycling of strategies throughout generations.

This can be considered a serious problem, but Nolfi and Floreano (2000) consider this

from a new perspective. As discussed in Section 2.1.3, robots can be considered either

full generals or plastic generals depending on whether they have adopted one single

strategy for all scenarios or different strategies for different scenarios respectively.

However, in some cases, a single strategy cannot be found and then the only possibility

is to consider alternative strategies. By looking at the cyclic problem from that

perspective, one might not consider it as a problem as the evolutionary process might

have arrived at the ‘conclusion’ that there exists no single strategy and therefore it

cycles between different strategies for different scenarios. This process of adapting the

correct strategy is usually achieved during a number of generations but as mentioned in

A’s strategy S3
wins over B’s

strategy S2

B’s strategy S0
wins over A’s

strategy S3

B’s strategy S2
wins over A’s

strategy S1

A’s strategy S1
wins over B’s

strategy S0
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Section 2.1.3, lifetime learning (ontogenetic adaptation) could be used to achieve this

adaptation during lifetime instead of through evolution (phylogenetic adaptation) (Nolfi

& Floreano, 2000).

Another problematic area in CCE is monitoring the evolutionary progress, i.e.

monitoring the performance of the competing populations throughout generations. This

is usually referred to as the Red Queen effect. In CCE, the populations being evolved

have coupled fitness so actions performed by one agent will affect the fitness of the

other agent. This could cause an individual that has high fitness at the end of one

generation and is selected, to be less successful in the next generation. This is not

because of changes in the individual’s strategy to solve the task, but due to the fact that

this individual is dependent on the strategies of the individuals of the other population.

If these strategies change between generations then an individual with a high fitness

score from an earlier generation might not be successful in the new generation with its

old strategies. To overcome this problem Nolfi and Floreano (2000) mention two

methods to measure fitness. The first one generates so called CIAO data (current

individual vs. ancestral opponents), and was suggested by Cliff and Miller (1995). As

the name implies, the best individual of the current generation is tested against the best

opponents of all the preceding generations. The second one is called Master

Tournament, and was suggested by Floreano and Nolfi (1997a). This technique is

similar to the previous technique except it tests the best individual from the current

generation against the best opponent of all generations, both preceding and future ones.

Master tournament therefore cannot be used until the evolutionary process is over.

According to Floreano and Nolfi (1997a), Master Tournament can demonstrate two

things. First, it can demonstrate at which generation it is possible to find the best

predator and the best prey, and secondly, at which generation the most ‘interesting’

tournament (from an observer’s point of view) can be observed. These two aspects are

important for different purposes. The first can be considered important from an

optimization point of view as both competing individuals (predator and prey) have high

fitness. The second can be considered important from an entertainment point of view as

both competing individuals have similar fitness and therefore have a similar chance of

winning.
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2.2.3 ‘Co-evolution’ of brain and body

In previous sections, an introduction has been given to the domain of CCE. Although

CCE minimizes the designer’s influence in the fitness function, for example, there are

still certain aspects of CCE where the designer either implicitly or explicitly designs

constraints. An example of this is related to the experiments performed by Floreano and

Nolfi (1997b). They studied the role of adaptive behavior of predator and prey, i.e.

investigating if a robot that could adapt (or learn) during lifetime (ontogenetic

adaptation) was better than a robot that had its control structure genetically determined

during lifetime (not able to adapt/change weights, i.e. phylogenetic adaptation).

Whether lifetime learning was used or not was up to the evolutionary process. The

genotype for each connection had an extra bit that when it was set implied that the

remaining bits were interpreted as a learning rule and a learning rate and the weights of

the connections were initialized to small random values. If the bit was not set (i.e. zero),

then the remaining bits in the genotype for that connection were interpreted by the

decoding process as the weight of the connection.

The results showed that the predator in a few generations found a suitable behavior

using lifetime learning. Nolfi and Floreano (2000) call the ability to adapt different

strategies during lifetime ontogenetic plasticity referring to the concept of plastic

generals (cf. Section 2.1.3). The prey on the other hand did not succeed in using the

possibility of lifetime learning. Therefore, the predator reported higher fitness than the

prey throughout all of their co-evolutionary runs. What distinguishes the predator from

the prey is the sensory-motor characteristics, i.e. the predator has a vision module while

the predator has none. That makes the prey ‘half-blind’, i.e. it can only rely on the

infrared sensors to sense the presence of a predator. On the other hand, the prey is twice

as fast as the predator (for further discussions see Section 2.3.1). Floreano and Nolfi

(1997b), and Nolfi and Floreano (2000) concluded that the sensory system of the prey

did not have the capabilities for taking advantages of lifetime learning, and therefore the

prey could not evolve a suitable strategy to escape the predator. However, if it had been

possible for the prey to evolve its sensory-motor mechanisms, the prey might have

escaped the predator, allowing more natural arms races to emerge

The possibility mentioned above of evolving the sensory-motor mechanism of a

robot is something that is considered to belong to the part of artificial evolution called

Evolvable Hardware (EHW). According to Nolfi and Floreano (2000), EHW refers to
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systems that can change their hardware structure through the process of artificial

evolution. Nolfi and Floreano (2000) mention two types of hardware evolution, namely

evolution of electronic circuits and evolution of robot bodies. Evolution of electronic

circuits, i.e., re-configurable hardware, is not of relevance to this project and will

therefore not be discussed here in detail, for further reading see Nolfi and Floreano

(2000) or Pfeifer and Scheier (1999).

Nolfi and Floreano (2000) discuss the importance of evolving the control system of

the robot together with the robot body. This subject is usually considered to belong to

an area called ‘co-evolution’ of brain and body3. They mention a simple example

described by Maris and Boekhorst (In Scheier, Pfeifer & Kunyioshi, 1998) to show the

importance of co-evolving brain and body. The scenario involves two robots with the

same control system, same number and type of sensors but different placement of the

sensors. Both are programmed to turn as soon as they detect an object with their

sensors. If the sensors are placed on the robot according to the left configuration in

Figure 7, i.e. the sensors are pointing sideways, the robot will be able to perform a

clustering task. As it will not sense any cubes at the front and will not stop until a cube

is sensed on one of the sensor, the robot will start creating clusters if it is pushing a

cube. On the other hand, the robot to the right in Figure 7, which has the same control

system, will not be able to perform the task of clustering cubes, as it will never be able

to push the cubes together creating a cluster because the sensors are on the front.

Figure 7 Left: Cube clustering robot. Right: Non-cube clustering robot (adapted from Scheier

et al., 1998).

This simple example shows the importance of sensor placement on robots. Depending

on the task ahead, the robot might need different configurations. When a human

designer decides upon a certain configuration, it might not be the simplest one, making

3 This in turn is not necessarily co-evolution although the term is used in this context, i.e., the brain and

the body are not two competing populations with coupled fitness, they are only evolved together.
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it hard for the control system to adjust to the robot body. It would be beneficial for the

human designer if evolution could take care of this, i.e., to decide what robot body or

what sensory configuration is the most suitable one for a certain task. Or as Nolfi and

Floreano state it:

Evolutionary robotics experiments where both the control system and the

morphology of the robot are encoded in the genotype and co-evolved can

shed light on the complex interplay between body and brains in natural

organisms and may lead to the development of new and more effective

artifacts (Nolfi & Floreano, 2002).

Nolfi and Floreano are not the first to realize the importance of co-evolving the brain of

the robot with its body. Lund, Hallam and Lee (1997) also argued that EHW should

refer to hardware that can change its architecture and behavior dynamically and

autonomously with its environment, i.e. adapting both morphology and control

architecture, and not only the control architecture as partially discussed in this

dissertation. Lund et al. (1997) stated that the hardware of a robot consists of circuits, on

which the control system is implemented, and sensors, motors, and physical structure of

the robot. The latter Lund et al. (1997) called Robot Body Plan, which specifies the

body parameters. For a mobile robot, it might be types, number, and position of sensors,

body size, wheel radius, wheel base, and motor time constant (Lund et al., 1997).

According to Lund et al. (1997) these parameters should be evolved so that the body of

the robot would fit the task in question, or as Lund et al. (1997) state:

Further, the robot body plan should adapt to the task that we want the

evolved robot to solve. An obstacle avoidance behavior might be obtained

with a small body size, while a large body size might be advantageous in

a box-pushing experiment; a small wheel base might be desirable for fast-

turning robot, while a large wheel base is preferable when we want to

evolve a robot with a slow turning; and so forth. Hence, the performance

of an evolved hardware circuit is decided by the other hardware

parameters. When these parameters are fixed, the circuit is evolved to

adapt to those fixed parameters that, however, might be inappropriate for

the given tasks. Therefore, in true EHW, all hardware parameters should

co-evolve (Lund et al., 1997).
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If all these parameters were to be adjusted then the control system would also need to

adjust to fit the body of the robot. This aspect will be discussed further in the next

section.

2.3 Related work

This section briefly overviews a number of experiments performed within the domain of

CCE in ER. The intention of this chapter is to clarify the background of the experiments

that will be documented in this dissertation. The first subsection discusses experiments

performed within CCE while the second subsection focuses on experiments within ‘co-

evolution’ of brain and body.

2.3.1 Experiments with competitive co-evolution

A number of researchers have performed experiments within CCE. Notable

contributions to the domain of CCE and of relevance to this dissertation are the works

of Cliff and Miller, and Nolfi and Floreano (Miller & Cliff, 1994b; Cliff & Miller, 1995,

1996; Floreano & Nolfi, 1997a, 1997b; Nolfi & Floreano, 1998).

Cliff and Miller

Miller and Cliff (1994b) argued that it was important, interesting and useful to simulate

what they called co-evolution of pursuit and evasion strategies. Their interest was in

investigating protean evasion behaviors that could emerge in such scenarios, i.e.

adaptively unpredictable behaviors. In Cliff and Miller (1996), some of their results and

methods are presented, and here a short description is given. For a more detailed

version, see Cliff and Miller (1996).

Using their own simulator, Cliff and Miller experimented with pursuit and evasion

strategies. This was done by using two simulated robots where one was the pursuer and

the other was the evader. This can be compared to the predator-prey scenario mentioned

earlier. Not only were Cliff and Miller interested in the different evasion strategies that

could evolve but they were also interested in the aspects of evolving the topology or the

architecture of the control system and the position of the ‘eye’ sensors on the robot, i.e.

‘co-evolving’ the brain with the body (cf. Section 2.2.3).

The simulator supported only two-dimensional spaces (2D) and therefore the robots

were in 2D. Despite that, the physics of the robots were realistic, considering for

example the robots mass, inertia and friction. The pursuer and evader had the same
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accelerations and maximum speed, which gave a clear advantage to the evader. The

reason why the evader has the advantage is because if the experiment starts with a

sufficient distance between the evader and the pursuer, then the evader only needs to

maintain a certain distance and thereby the pursuer will never be able to catch up with

the evader. To adjust this balance and make it more fair, the pursuer received more

energy than the evader did. In addition, the energy consumption of both robots was a

function of the accelerated speed, i.e. fast acceleration to maximum speed implied

draining out energy supplies in a matter of seconds.

For the control network of the robots, a randomly connected recurrent neural

network was used. Randomly connected means that the architecture of the network was

not specified by the designer, instead the evolutionary process could evolve the

network. Some constraints were although implemented. The architecture was specified

by bit-string genotypes. Instead of allowing the evolutionary process to evolve the

number of neurons, i.e. to use a variable-length genotype, a fixed-length genotype was

used (cf. Section 2.1.4). The genotype was partitioned into seven fields, so the

maximum number of neurons in the architecture was seven. Each field had a bit

controlling if the field was active or not, i.e. if the bit was set to one, then the field was

included in the control network. There was also another bit that specified symmetric

expressions, i.e. if it was set active by the evolutionary process then a copy of the

neuron was created with a mirrored position of robot’s longitudinal axis compared to

the original neuron. With this symmetric possibility, the number of neurons able to be

evolved was fourteen. Cliff and Miller also introduced some viability checks and

garbage collection to guarantee that a suitable architecture was evolved, i.e. that the

evolved architecture could actually work in a robot.

There was no possibility for lifetime learning, as the weights of the connections

were kept constant during lifetime. The only sensors that were used were simulated

vision sensors (observe that the simulation was only performed in 2D and therefore the

vision was in 2D). As mentioned above it was possible to evolve the sensor position on

the robot, i.e. the location of the vision sensors, orientation and angle of acceptance

were all genetically specified in the genotype, and therefore could be evolved.

The fitness function employed for the evader was simply the time elapsed before

being hit by the pursuer. The pursuer’s fitness was slightly more complex. Pursuers

received fitness when approaching the evader, and a bonus if they caught the evader.
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The bonus fitness for catching an evader was dependent on the time it took and was two

orders of magnitude bigger than the points received for just approaching the evader.

Usually in artificial evolution, the only genetic operators used are crossover and

mutation. Cliff and Miller used an additional genetic operator called duplication. The

reason why this genetic operator was applied was that earlier experiments performed by

Cliff and Miller were not successful in creating the control network, the number of

neurons did not grow. By using duplication, neurons in a successful network were

duplicated, implying that the performance of the network would not degrade during the

growing period of the network. The evolutionary process would then adjust the

parameters of the newly duplicated neuron for achieving higher performance of the

network.

The robots were evolved for 1000 generations with a population size of 100

individuals. During evaluation, each individual was tested 15 times against the best

opponent of the previous generation, and the average fitness was used. This evaluation

method is called last elite opponent (LEO).

The most notable results of these experiments can be considered three-fold. Firstly,

Cliff and Miller showed that co-evolution works, and that both pursuers and evaders

were able to produce good behaviors, although these behaviors were rather dependent of

the opponent’s counter-strategy. Secondly, they showed that it is possible to evolve eyes

and brains within each species. Thirdly, they showed the possibility of using gene

duplication and symmetric neurons.

What Cliff and Miller demonstrated with this work is that “… co-evolution of

continuous-time recurrent neural-network controllers for pursuit and evasion strategies

in environments with realistic sensory-motor dynamics is a reasonable thing to do”.

They also noted that the results of evolving the ‘eye’ positions on the robots had certain

similarities to scenarios observed in nature. The pursuer evolved a frontal vision while

the evader benefited from having the vision sensors on its sides. Cliff and Miller argued

that this is similar to cheetahs and gazelles, as described in Section 2.2.1. Despite their

good results they also note that performing co-evolutionary experiments is a

complicated thing to perform where a number of issues need to be considered.
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Nolfi and Floreano

As the experiments performed by Cliff and Miller (1996) can be considered to be

experiments in the infancy of competitive co-evolutionary (CCE) experiments, there

were some problems that were encountered. Nolfi and Floreano continued with CCE

experiments but put the focus more on the CCE dynamics instead of investigating the

evolution of brain and body. The experimental framework used by Nolfi and Floreano

in their experiments will be presented here together with a short description of the

results achieved using that framework.

An important difference between the experimental framework used by Cliff and

Miller (1996) and the experimental framework used by Nolfi and Floreano was the

possibility of performing the experiments in reality (cf. Figure 8), and thereby achieving

situatedness and embodiment in Brooks’ sense (Brooks, 1991a).

Figure 8: Physical predator-prey experimental setup (courtesy of Floreano et al., 1998)

For performing experiments in reality, they used two Khepera robots (cf. Figure 9). The

Khepera4 is a miniature robot with a diameter of 55 mm. The robot is supported by two

lateral wheels that can rotate in both directions. Spinning the wheels in opposite

directions allows the robot to rotate on the spot.

4 More information about the Khepera robot can be found at http://www.k-team.com/.
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Figure 9: Predator (right) and prey (left)

Both robots had eight infrared proximity sensors that allowed them to detect obstacles.

Six of these sensors were placed on front of the robots and two on the back of the

robots. A robot can sense an obstacle like a wall at a distance of 3 cm while it can only

sense obstacles like another robot at 1.5 cm as the reflecting surface is smaller. One of

the robots was equipped with a vision module and that robot was supposed to be the

predator. The prey robot was equipped with a black rod on top of it in order to make it

easier to be seen by the predator robot. The vision module consisted of a one-

dimensional array of 64 photoreceptors that provide a linear image composed of 64

pixels of 256 gray levels. The total view angle of the vision module was 36 degrees. The

environment that the robots were situated in (cf. Figure 8) was an arena of 47 x 47 cm

delimited by high white walls. White walls allowed the predator to spot the prey with

the vision module, i.e. the black rod on the prey looked like a black spot on a white

background in the vision module (cf. Figure 10).
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Figure 10: Details of the visual module of the predator (adapted from Nolfi and Floreano, 2000,

p. 197; Floreano et al., 1998). At the top of the picture, a snapshot of the visual field of the

predator looking at the prey is shown. Each vertical bar represents one photoreceptor so there

are 64 vertical bars. The height of a vertical bar represents the activation of the corresponding

photoreceptor. The black rod of the prey looks like a large valley in the center of the image. At

the bottom of the picture, the visual filtering is shown. The activation from the photoreceptors

was divided between five input neurons into the control network such that each neuron covers

approximately 13°. The most active neuron (in this case the middle one) is set to one; other

neurons are set to zero in a winner-take-all fashion (Nolfi & Floreano, 2000).

The controllers of the robots were two simple neural networks with recurrent

connections at the output layer (cf. Figure 11). Both robots had eight input units

connected to the eight infrared proximity sensors and two output units connected to the

motors controlling the speed of the wheels. The control architectures of the robots differ

in that the predator has an additional five input neurons for the visual module (cf. Figure

10). This difference implies that the predator can see the prey when it is within its visual

range while the prey is almost blind and has to rely on its infrared proximity sensors. To

balance this difference, so that it would not be too easy for the predator to capture the
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prey, the prey could accelerate to twice the speed of the predator, i.e. the predator had

good vision but was relatively slow, while the prey had bad vision but was faster.

Figure 11: Neural network architecture (adapted from Floreano and Nolfi, 1997a)

To evolve the control networks of the robots, two genetic algorithms were run parallel,

one for the predator and one for the prey populations. The robots were connected

through a serial cable to a computer were the control networks were evolved. After

evolution, the control network was downloaded to the respective robot. Although this

experimental framework is based on real robots, interacting in a real environment, Nolfi

and Floreano used a simulator to explore different variations of the experimental setup,

because otherwise the experiments would have taken too much time. The simulation

method is described in detail by Floreano and Nolfi (1997a).

Above a description of the experimental framework used by Nolfi and Floreano in a

number of CCE experiments has been given (Floreano & Nolfi, 1997b; Nolfi &

Floreano, 1998). Earlier experiments by Floreano and Nolfi (1997a) used the same

experimental framework, except that it was simulated, i.e. it was not possible to run the

experiments in reality, only in simulation. To achieve a realistic simulation Floreano

and Nolfi (1997a) sampled the environment, i.e., sensor activities at different distances

and angles of the robot from objects in the world were sampled. For a further

introduction to this technique, see Miglino, Lund and Nolfi (1996). Later experiments

(Floreano & Nolfi, 1997b; Nolfi & Floreano, 1998) verified that it was possible to apply

Input neurons for infrared sensors

Left motor output Right motor output

Input neurons for vision module
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the results achieved in simulation to real robots. A brief description will be given of

these initial experiments, i.e. the experiments of Floreano and Nolfi (1997a).

The goal of these experiments was to investigate the Red Queen effect in CCE, and

to investigate the feasibility of CCE in more realistic conditions for ER. Concerning the

genetic encoding, a simple approach (in comparison to Cliff and Miller, 1996) was

chosen. The reason was that the set of parameters was rather small, so direct genetic

encoding was used.

…each parameter (including recurrent connections and threshold values

of output units) was encoded on five bits, the first bit determining the sign

of the synapse and the remaining four its strength. Therefore, the

genotype of the predator was 5 x (30 synapses + 2 thresholds) bits long

while that of the prey was 5 x (20 synapses + 2 thresholds) bits long. Two

populations of 100 individuals each were co-evolved for 100 generations.

(Floreano & Nolfi, 1997b).

A similar procedure was used for evaluating the individuals as in Cliff and Miller

(1996), i.e. each individual was tested in a tournament against the best opponent of the

preceding generations (in this case the ten previous generations), in order to improve co-

evolutionary stability. The fitness functions for the predator ( predatorΦ ) and the prey

( preyΦ ) were a basic time-to-contact measurements where the prey achieved high fitness

by avoiding the predator for as long as possible and the predator achieved high fitness

by capturing the prey as soon as possible.
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Equation 1: Fitness functions

In Equation 1, K is the number of tournaments and xk is the number of motor steps

performed during tournament k by predator and prey respectively. xk was normalized by

the maximum number of possible motor steps, i.e. 500. The fitness score was then

averaged over the number of tournaments K. By doing so, the fitness score achieved

was a value between zero and one where zero was worst. The complement was added to

the fitness value of the prey to be able to get a ‘mirrored’ fitness for the CIAO data

analysis. The 20 best individuals, based on the fitness value, were allowed to reproduce.

During reproduction, the genetic operators of crossover and mutation were used.
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Despite relative simple fitness functions for both populations, the evolutionary

process was able to evolve different types of behaviors. The prey was able to avoid both

walls and the predator. The predator was able to avoid walls, and was successful in

discriminating between a prey and a wall. The predator was also able to evolve a visual

tracking behavior, i.e. it was able to track the prey, using its camera, while the prey was

moving in the environment. The predator was also able to follow the prey around in the

environment. None of the above behaviors are explicitly defined in the fitness function

and still the robots are able to evolve these different behaviors and a variety of others.

With this work, Floreano and Nolfi (1997a) presented a framework suitable for CCE

experiments that were not so affected by evolutionary time and resources, and the

possibility to sample the environment to create a realistic simulated environment.

2.3.2 Experiments with ‘co-evolution’ of brain and body

A number of researchers have performed experiments concerning co-evolution of brain

and body, e.g. Lund et al. (1997), Lee, Hallam and Lund (1996), Balakrishnan &

Honavar (1996), Mautner and Belew (1999), Metzer and Belew (1994), and Cliff and

Miller (1996). Different approaches have been taken in previous work in representing

brain and body for the evolutionary algorithm:

• Lee et al. (1996) and Lund et al. (1997) represented the body using a linear

string of real numbers and evolved it using a genetic algorithm while the brain

was represented as a Boolean tree structure that was evolved using genetic

programming.

• Mautner and Belew (1999) criticized this approach, suggesting that this is not

real co-evolution and suggest an alternative representation where both the body

and the brain are represented using grammars (graph theory).

Since co-evolution of brain and body is not the focus of this dissertation, this will only

be discussed briefly. The work of Cliff and Miller (1996) has already been described in

Section 2.3.1 but as a further complement the experiments by Lee et al. (1996) will be

described here both because they were among the first to perform experiments that

considered co-evolving the structure of a mobile robot, and that they also investigated

trade-offs and dependencies in the robot morphology. These topics are of interest for

this dissertation.
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The main goal of their work was to investigate evolving the control network and the

robot bodies together to achieve a specified task. Their motivation, as mentioned in

Section 2.2.3, is that both the control system and the body of the robot affect the robot’s

behavior. For their experiments they used a simulated robot that was only equipped with

infrared proximity sensors. The evolution could affect different parts of the robot body

plan such as numbers and position of sensors, body size, wheel radius, wheel base and

motor time constant. The representation of the genotype was a simple direct encoding.

The motivation behind using this encoding principle is that the focus was on showing

the validity of evolving hardware structure and not the validity of the developmental

model. Two types of genotypes were used where one represented the control network

and the other represented the robot body. Although the sensors were a part of the robot

body, they were closely related to the control program, as they were the inputs.

Therefore, the sensors were directly co-evolved with the control network. The genotype

for the control network therefore included a tree-structure based on logical components

(e.g. AND, OR, NOT) to represent the control structure and the number of sensors and

position. The genotype for the robot body was represented using a list of real numbers

that determined the robot body plan. Due to hardware limitations and performance

consideration each structural parameter had its lower and upper bound (motor time

constant: 0.5 – 2.5 seconds; wheel radius: 1.0 – 3.5 cm; body size: 10 – 25 cm; wheel

base: not larger than body size).

To evolve these genotypes a hybrid approach was adopted. The genotype of the

control network was evolved using Genetic Programming (GP) (e.g. Koza, 1992), as

that principle is more suitable for the evolution of tree structures. On the other hand, the

genotype of the robot body was evolved using a genetic algorithm (GA) as it only

contained a list of real numbers. Without going into more details of the genotype and

the fitness function employed (for further details see Lee et al., 1996), the result of the

experiments was a successful co-evolution of the control network and the robot body,

where the evolved controller relied on the co-evolved robot body. What is more

interesting is a further analysis of these experiments performed by Lund et al. (1997).

There an analysis of the morphological space of the robot is given for an obstacle

avoidance task. The morphological space includes the robot body plan, i.e. the number

and position of sensors, body size, wheel base, wheel radius and motor time constant.

The analysis presented by Lund et al. (1997) shows how the evolved robots cluster in

specific regions of the morphological space when the wheel base and body size are
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considered. First, they observed that a relative small body size seemed to be appropriate

to solve this task. They also noted that there was a quasi-linear relationship between the

body size and the wheel base. From this, it is possible to conclude that a small robot is

better at avoiding obstacles and the appropriate wheel base reduces the turning radius of

the robot, and therefore the robot is especially stable during movement and turns.

In order to test this linear relationship further, the sensor range was increased.

Although this change was made the relationship was still linear, but the body size and

the wheel base became larger. The reason is that the robot could sense obstacles further

away and therefore had more time to react to the obstacles. Summarizing the results,

Lund et al. (1997) state that ”… the upper limit of the size and base of a robot is

constrained by the sensor range”. This can be interpreted in the following way:

depending on the range of the sensors, evolution is able to find the most appropriate

robot body for the specific task. Although trade-offs and dependencies are not explicitly

introduced into the experiment, artificial evolution is able to find the appropriate

balance in robot morphology, i.e. making trade-offs between wheel base and body size,

to be able to cope with constraints that are introduced.
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3 Problem description

In this chapter, the problem of interest in this dissertation will be described. First a

motivation behind the problem domain will be given. Then the problem will be

delimited and the focus set.

3.1 Problem domain

This dissertation investigates the implicit constraints and dependencies that often are

implemented in robots. These implicit constraints can affect the behavior of the robot

(cf. Section 2.2.3). Researchers such as Pollack et al. (2001), and Nolfi and Floreano

(2002) have been focusing more on the part of co-evolving brain and body. The basic

motivation behind this choice is taken from nature. In nature it is possible to see animal

brains of very high complexity, control bodies which have been selected by evolution

just because they were appropriate to be controlled by those brains (Pollack et al.,

2001). Lund et al. (1997) presented a similar argument, stating that “a human brain

would not be of much help to a parrot, and an elephant brain would not be appropriate

to control a human body”.

The aim of this dissertation is to extend the work of Cliff and Miller (1996), Lund et

al. (1997), Floreano and Nolfi (1997a), and Nolfi and Floreano (1998), which has been

described in the previous chapter. The idea is to integrate certain aspects from these

researchers in order to complement and extend their work.

The focus of this dissertation is on competitive co-evolutionary parameter

optimization in sensory-motor systems. As stated earlier, Floreano and Nolfi (1997a)

did not include the robot morphology in their experiments. They have, however, stated

and shown that the results of their experiments can vary depending on limitations in the

robot’s sensor morphology (Nolfi & Floreano, 1998). For this dissertation, the basic

experimental framework from Floreano and Nolfi (1997a, 1997b), and Nolfi and

Floreano (1998) will be adopted and extended with ideas from Cliff and Miller (1996)

concerning the evolution of robot morphology of “eye” positions. However, the focus

will not be on evolving the positions of the sensors on the robot alone but instead

investigating the trade-offs the evolutionary process makes in the robot morphology

because of different constraints and dependencies, both implicit and explicit. The latter

is in line with the research of Lund et al. (1997).
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3.2 Problem delimitation

This problem is delimited towards focusing on possible trade-offs that are made by the

evolutionary process between morphological parameters and behavioral strategies.

Researchers, such as Lee et al. (1996) and Lund et al. (1997), that have investigated

trade-offs (implicitly), have been co-evolving the brain and body of the robot. This

dissertation will not consider evolution of the architecture and learning rules of the

neural network. This decision was made on the basis that evolving architecture and

perhaps learning rules of a neural network is another research area and looking into

those aspects would not fit into the time frame of this project. It could be considered as

a possible future extension of this dissertation. This problem is also delimited towards

only a limited number of aspects of evolving robot morphology, i.e. the size of the robot

will be kept constant, assuming a Khepera like robot, and all the infrared sensors will be

used, for the sake of simplicity.

The aspects of the robot morphology that will be evolved are the maximum speed

and vision of the robot. The speed was chosen both because in the experiments

performed by Floreano and Nolfi (1997a, 1997b) different robots had different speeds,

and it was found to be a suitable constraint to control in robot morphology. However,

they only experimented with evolving the control system of the robots where here parts

of the robots morphology will also be evolved. The vision of the robot was chosen on

the grounds of the experiments made by Cliff and Miller (1996). They demonstrated

that by evolving the eye positions on a robot the evolutionary process found a balance

by having the eyes of the predator on the front side while on the prey the eyes were on

the sides or on the back. Cliff and Miller (1996) stated that this was similar to cheetahs

and gazelles in nature, i.e. the cheetah has its eyes at the front of its head while the

gazelle has its eyes on the sides of its head. Another thing that is interesting about the

vision in predators and prey in nature is the view angle and view range. Usually the

view range in predators is very long while the view angle is relatively small. This results

in a rather focused vision that allows the predator to see its prey from a long distance.

The prey on the other hand has usually a rather short view range but with a wide view

angle so that it can monitor a rather large area around it, identifying possible predators

nearby. Just as Cliff and Miller (1996) discovered that positions of the eyes on the

robots evolved similarly as on predators and prey in nature there is a possibility that

view angle and view range may evolve similarly.
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The configuration of the vision module on the robot is also interesting in relation to

the structure of the robot. Usually a Khepera robot has six frontal infrared sensors and

two infrared sensors at the rear. When a vision module is added the camera is pointed in

the frontal direction, where the six IR sensors are also pointing (cf. Figure 12). But

obviously, this is an implicit constraint put in by the designer. Perhaps the robot would

benefit from having the camera pointing backwards instead of forward, as it would

balance out the placement of sensors in the robot morphology.

Figure 12: Khepera robot equipped with eight infrared sensors and a vision module (i.e. a

camera). The ‘side’ of the robot that has six infrared sensors is referred to as the front side.

The ‘side’ that has two infrared sensors is referred to as the back side. The camera is

positioned in a forward direction.

In summary, the aspects of the predator and the prey that will be co-evolved in the

experiments documented here are the following:

• Weights of the neural network, i.e. the control system.

• View angle of the camera.

• View range of the camera.

• Direction of the camera.

The maximum speed of the robots will be used to introduce constraints and

dependencies, i.e. the maximum speed of the robots will be controlled. In some of the

experiments the view angle constrains the maximum speed, i.e. the larger the view

angle, the less speed the robot will be able to accelerate to.

View angle

Infrared sensorsCamera

View rangeKhepera robot
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4 Experimental approach

Most of the work performed in ER is of an experimental character where research

questions are deduced and experiments are run to investigate them. Researchers rarely

use a single method but instead a combination of different methods or scientific

approaches. This dissertation relies on a scientific approach that is characterized by

systematization and argumentation rather than the choice of a certain method (hence the

name of the chapter).

Cohen (1995) made a distinction between exploratory studies and experimental

studies, and stated that together they produce empirical studies. The former, as the name

suggests, is of a more exploratory character where short questions are asked that

produce long descriptions as answers, often identifying suggestive patterns in the data.

The latter on the other hand is of a more confirmatory character were hypotheses and

predictions are being answered. The two kinds of studies are often considered

complementary where the exploratory studies are the first phase in suggesting

hypotheses and designing experiments that are then tested in the experimental studies

(Cohen, 1995). To fit this dissertation into the above discussion, it can be considered

belonging to the first phase, i.e. being of an exploratory character.

The exploratory studies in this dissertation will be based upon a number of

experiments that will produce data that will later be analyzed. The first step in designing

these experiments is to run a number of pilot experiments to find informative settings of

experiment parameters, i.e. to find the appropriate number of generations to run, which

mutation function to use etc. The meaning of running pilot experiments is also to

overcome spurious effects and sampling biases, as can result from the human factor

involved in creating the simulator in which the experiments are run.

To be able to analyze the data produced from the experiments quantitative

measuring approaches are required to complement the qualitative approach of “just

looking at the robots”. This task can be considered rather complex and some researchers

such as Nehmzow (1997) have criticized ER for being too qualitative in order to avoid

answering questions as when does a robot become intelligent. Nehmzow (1997)

suggested that methods in ER need to become more quantitative or more exact:

• Quantitative characterization of mobile robot behavior.

• Quantitative characterization of environments, agents and their interaction.
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• Characterization of experimental procedures to facilitate replication of

experiments.

• Actual replication of experiments and validation of results.

• Comparative methods, e.g., for comparison between two robots, or comparison

between a robot and its simulation.

One appropriate approach in order to meet the above is to present data from the

experiments in a graphical way and to perform statistical calculations. A number of

quantitative approaches for competitive co-evolutionary experiments have been created

by Cliff & Miller (1995) and complemented by Floreano and Nolfi (1997a). For the

experiments performed in this dissertation, the following quantitative approaches will

be used:

• Fitness measurement.

• Master Tournament.

• Collecting and analyzing CIAO data.

The above methods are acknowledged methods for analyzing data from competitive co-

evolutionary experiments. For being able to analyze the factors of interest in this

dissertation, i.e. angle, range, speed and camera direction, additional measuring

techniques are required. Similar to the previous techniques it is considered appropriate

to present the results in graphs, visualizing the data and relationship between different

factors in different ways. The following relations are considered to be of interest:

• Relation between angle and generation, i.e. how angle evolves over generations.

• Relation between range and generation, i.e. how range evolves over generations.

• Relation between angle, range and fitness, i.e. how angle and range are related

for each generation and how that affects the fitness score of the species.

• Relation between angle and speed, i.e. how the species is affected by having

constraints on speed from angle.

• Relation between camera direction and generation, i.e. how camera direction

evolves over generations.

In addition to presenting the data in graphs, simple statistical calculations will be

performed such as calculating the mean and standard deviation. Concerning analysis of

the robots’ behavior, trajectories from different tournaments will be presented together

with descriptions. These descriptions and some of the following discussions indicate

that the robots can have first hand semantics, experience or subjectivity, or that the type
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of learning and evolution discussed is the same as in living organisms. This is an

incorrect impression. This type of description is simply adopted to improve the flow of

the discussion (for more detailed discussions of this aspect see Ziemke, 2001)
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5 Experimental setup

This chapter will describe the different experiments presented in this dissertation. In

Section 5.1, the experimental framework will be described, followed by a brief

overview of the experiments in Section 5.2.

5.1 Experimental framework

For finding and testing the appropriate experimental settings a number of pilot

experiments were performed. These pilot experiments will not be documented here in

detail as they were only used to validate the experimental framework settings and to

remove any spurious effects or biases. The experimental framework used here is similar

to the one used by Floreano and Nolfi (1997a, 1997b), and Nolfi and Floreano (1998),

as described in Section 2.3.1. Nolfi and Floreano used a simulator to run a part of their

experiment and the same will be done here to be able to fit within the time frame of the

project. To what degree these experiments could be implemented in physical robots will

be discussed in Section 11.2.

The simulator that is used in this dissertation is called YAKS (Carlsson & Ziemke,

2001), which is similar to the one used by Floreano and Nolfi (1997a, 1997b) and Nolfi

and Floreano (1998). YAKS simulates the popular Khepera robot in a virtual

environment defined by the experimenter. A number of different sensors can be

simulated such as light sensors, infrared sensors, energy sensors and so on. In addition,

a simple vision module is simulated, the K213 linear vision turret. The simulation of the

sensors is based on pre-recorded measurements of a real Khepera robot’s infrared

sensors and motor commands at different angles and distances (Carlsson & Ziemke,

2001).

The experimental framework that was implemented in the YAKS simulator was in

many ways similar to the framework used by Floreano and Nolfi (1997a, 1997b), and

Nolfi and Floreano (1998). What differs most is the way in which the individuals are

represented. Floreano and Nolfi (1997a, 1997b), and Nolfi and Floreano (1998),

represented their individuals using a direct encoding technique (cf. Section 2.3.1). Here

the individuals are represented using real values. The reason why real value encoding is

used is to be able to represent angle, range and camera direction in the genotype. The

number of generations was also expanded from 100 generations to 250. Although the
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pilot experiments showed that 100 generations were sufficient to generate appropriate

behavior of the robots (similar to Floreano and Nolfi, 1997a), 250 generations were

chosen in order to achieve more balanced results, e.g. when measuring average view

angle and view range. The reason not to have more than 250 generations was due to the

time it takes to run Master Tournaments with more generations, and that performing

behavioral observation of more than 250 generations would not have fitted within the

time frame of this work. Beside that, most of the evolutionary parameters were

‘inherited’ such as using elitism as a selection method where the 20 best individuals of a

population of 100 individuals were chosen to reproduce. In addition, a similar fitness

function was used. Maximum fitness was one point while minimum fitness was zero

points. The fitness was a simple time-to-contact measurement where the prey achieved

the highest fitness by avoiding the predator for as long as possible while the predator

received the highest fitness by capturing the prey as soon as possible. Competition

ended if the prey survived for 500 time steps or if the predator captured the prey earlier.

The reason for having time-to-contact, instead of just giving each species one point

respectively zero points is to have a working selection process. Certain prey or predators

might be better than others but still be receiving the same fitness, so to make it easier for

the selection process to work, time-to-contact is used.

For each generation the individuals were tested for ten epochs. During each epoch,

the current individual was tested against one of the best competitors of the ten previous

generations. At generation zero, competitors were randomly chosen within the same

generation, whereas in the other nine initial generations they were randomly chosen

from the pool of available best individuals of previous generations. This is in line with

the work of Floreano and Nolfi (1997a), and Nolfi and Floreano (1998). In addition, the

same environment is used as in Floreano and Nolfi (1997a), and Nolfi and Floreano

(1998), i.e. the robots evolved in a squared arena that was 470 x 470 mm in size with

walls. Similar to Floreano and Nolfi (1997a), and Nolfi and Floreano (1998), the

starting positions of the robots were always the same, i.e. they were placed in the center

of the environment with a distance between them equal to half the distance of the

environment. Their starting orientation, however, was always set randomly, as

illustrated in Figure 13.
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Figure 13: Environment and starting positions. The thicker circle represents the starting

position of the predator while the thinner circle represents the starting position of the prey. The

arrows indicate the starting orientation of the robots, which is random for each generation.

A similar neural network architecture was used as in Floreano and Nolfi (1997a) and

Nolfi and Floreano (1998) (cf. Figure 11). The experiments in this dissertation involved

both robots using the camera in some cases, so depending on whether the robot was

using the camera or not, it had eight input neurons for receiving input from the infrared

sensors and possibly additionally five input neurons for the camera. The neural network

had two output neurons for each motor of the robot. The output nodes were also

equipped with recurrent connections, giving the robot certain memory. The activation

function that was used in the output nodes was a sigmoid one (cf. Figure 14). The neural

network also had one bias node (referred to as a ‘threshold value’ in Floreano and Nolfi,

1997a) that was connected to the output nodes. The bias weights were also evolved.
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Figure 14: Sigmoid activation function

The implementation of the vision module in YAKS is a rather simple one. It is only

one-dimensional and for the experiments in this dissertation that is enough as it

minimizes the complexity of evolving the morphology of the vision module. The vision

module was implemented with flexible view range, view angle and camera direction. It

also had a resolution but that is kept constant in all experiments because the number of

470 mm

470 mm
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input nodes is never changed, i.e. the vision module was connected to five input neurons

that worked as simulated photoreceptors. Another reason to keep the input neurons for

the vision module constant is that it imposes implicit constraints as the robot evolves a

large view angle, i.e. the larger the view angle the worse the resolution and therefore the

greater the difficulty in tracking the opponent.

For each experiment, the initial weights were randomized using a Gaussian

distribution with a standard deviation of two. When angle, range and camera direction

were evolved, the starting values were randomized using a uniform distribution

function. For view angle, the interval was between 0 and 360 degrees. For view range,

the interval was between 5 mm and 500 mm because Nolfi and Floreano in their

experiments used a camera with this view range. Worth mentioning is that the camera

used by Nolfi and Floreano had a view angle of 36 degrees and the camera direction

was fixed (pointing ‘forward’, i.e. in the same direction as most of the infrared sensors).

In our experiments the direction of the camera was in the interval of 0 to 360 degrees,

where 0 respectively 360 degrees indicated that the camera was pointing in a forward

direction on the robot. During evolution, the weights of the individuals that were

selected were mutated using a Gaussian distribution with a standard deviation of two.

View angle, view range and camera direction were also mutated using Gaussian

distribution but there the standard deviation used was five. The view angle could only

evolve up to 360 degrees, if the random function generated a value of over 360 degrees

then the view angle was set to 360 degrees. The same was valid for the lower bounds of

the view angle and also for the lower and upper bounds of the view range. For the

camera, this was different, if the camera direction evolved over 360 degrees it started

again at 0 degrees.

In order to be able to add constraints and dependencies to some of the experiments,

maximum speed of the robots was controlled. Similar constraints, such as those used by

Floreano and Nolfi (1997b), and Nolfi and Floreano (1998), were adapted in some of

the experiments here, where the maximum speed of the predator was only half the

maximum speed of the prey. In some of the experiments, speed was dependent on the

view angle. For this, the view angle was divided up into 10 intervals where each interval

covered 36 degrees5. The maximum speed of the robot was then limited by 10% for

5 Alternatively, linear relation between view angle and speed could be used.
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each interval, e.g. if the view angle was between 0 and 36 degrees there were no

constraints on the speed. If the view angle evolved to become a value between 36 and

72 degrees, the maximum speed of the robot was constrained by 10% of its original

maximum speed, and with each view angle interval the maximum speed decreased by

10%. If the robot evolved a view angle between 324 and 360 degrees, the robot could

only move at 10% of its original maximum speed. This algorithm controlled the output

from the neural network, converting the value to the appropriate one for different

experiments. Table 1 summarizes the evolutionary parameters.

Parameter Value or interval

Camera angle 0 – 360 degrees

Camera range 5 – 500 mm

Camera direction 0 – 360 degrees

Camera resolution 5 (constant)

Speed 0 – 1 (0 means maximum speed backwards, 0.5 means stop, 1 means
maximum speed forward)

Time steps 500

Populations 2 (predator and prey)

Individuals 100

Parents 20

Offspring 5

Generations 250

Epochs 10

Table 1: Summary of evolutionary parameters

5.2 Overview of experiments

For designing the experiments, a number of pilot experiments were performed. These

pilot experiments resulted in a verified experimental framework and aided in identifying

the experiments that were chosen to be performed in this dissertation. It was decided to

investigate five different aspects, each involving a group of experiments. Table 2 gives

an overview of the experiments performed in this dissertation.
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Experiment Purpose Motivation

1 Replicating the predator-prey experiment
performed by Floreano and Nolfi (1997a)
where only the predator had vision.

2 Replicating the predator-prey experiment
performed by Nolfi and Floreano (1998) where
both the predator and the prey had vision.

The framework needs to be verified
and for comparisons sake these
experiments are performed (i.e. so
that it is possible to compare
experiment 3 to 12 with these two).

3 To investigate the impact of allowing the
evolutionary process to evolve view angle and
view range of predator’s camera.

4 Investigate the impact of introducing
dependency between camera angle and speed in
the behavior of the predator.

Demonstrate potential influence of
evolving angle and range of the
predator and then later on adding
constraints into the behavior of the
robot.

5 Prey can evolve camera view angle and view
range. The basic predator from experiment 1 is
used.

6 Prey can evolve camera angle and range but
has speed constraints.

Similar to the previous experiments
except that in this case the focus is
on the prey.

7 Both predator and prey can evolve camera view
angle and view range.

8 Both predator and prey can evolve camera view
angle and view range. Predator is implemented
with speed constraints.

9 Both predator and prey can evolve camera view
angle and view range. Maximum speed of both
species is set to the same value. Predator is
implemented with speed constraints.

10 Both can evolve camera view angle and view
range and both have speed constraints.
Maximum speed of both species is set to the
same value.

Investigate what happens when the
competitive advantage in both
species/robots is balanced out by
evolving both view angle and view
range in both species. In addition,
give the robots the same maximum
speed, and speed constraints.

11 Repeat all previous experiments investigating
the additional possibility of evolving the
camera direction

Robots have six IR sensors in the
front and two in the back plus a
camera. Would the robots benefit
from evolving the direction of the
camera?

12 Both can evolve view angle, view range and
direction of camera with no speed constraints

To demonstrate the influence of
having constraints (or as in this case
not having constraints).

Table 2: Overview of the experiments
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The first group validated the experimental framework. This was done by replicating the

experiments of Floreano and Nolfi (1997a), and Nolfi and Floreano (1998) in the

experimental framework used in this dissertation. In experiment 1, it was decided to

replicate the basic predator-prey experiment where the predator has a camera but has a

constraint on its maximum speed so that it is only half the maximum speed of the prey.

Experiment 2 included a camera on the prey. These experiments were performed not

only to validate the experimental framework but also to work as a baseline for the rest

of the experiments. By having performed these experiments, it would be easier to

demonstrate performance differences between different experiments, i.e. if performance

of one robot deteriorates or improves between experiments. This, of course, cannot be

considered as an absolute measurement, but more as for the sake of comparison.

The second group (experiments 3 and 4) investigated the effect of allowing the

evolutionary process to evolve view range and view angle of the camera on the

predator, both with and without speed constraints. To achieve this, two experiments

were designed and performed. Experiment 3 was similar to experiment 1 as the

maximum speed of the predator was constrained to be half the maximum speed of the

prey, and the prey could only rely on its infrared sensors for detecting the predator.

Additionally the predator could evolve range and angle of the camera. This experiment

would demonstrate the potential influence of allowing the evolutionary process to

evolve the robot morphology. Experiment 4 was similar to the previous one except now

constraints and dependencies were added into the behavior of the predator by

constraining the speed in relation to the size of the view angle.

As the previous group of experiments focused on the predator, both concerning

evolving range and angle of the camera and adding constraints, the third group of

experiments (experiments 5 and 6) focused on the prey instead. In addition, the interest

was how the evolution of angle and range affects the behavior of the robot and what

happens when constraints are added into the behavior of the robot, e.g. speed

constraints. Two experiments were designed to investigate this. In experiment 5, both

robots were equipped with a camera and the prey could evolve view angle and view

range. The maximum speed of the predator was still constrained to be half the

maximum speed of the prey. Experiment 6 added speed constraints to the behavior of

the prey, where speed was constrained by the size of the view angle.
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The fourth group of experiments (experiments 7 to 10) was a combination of the

second and third group. Now both robots had a camera and the view angle and range

was evolved for both cameras. Here the interest was to balance out the competitive

advantage that the different species had in the earlier experiments. Four experiments

were designed to achieve this. In experiment 7, range and angle was evolved for both

robots. The maximum speed of the predator was half the speed of the prey. Experiment

8 added speed constraints in relation to angle on the predator. Experiment 9 increased

the maximum speed of the predator to the same value as of the prey. Finally, experiment

10 had speed constraints in both species while having the maximum speed limit set to

the same value.

The last group of experiments (experiments 11 and 12) investigated the evolution of

camera direction on the robots. Both robots have six infrared sensors on their front side

and two infrared sensors on their rear side. In previous experiments, the camera was

pointed in the same direction as the six infrared sensors, i.e. in ‘forward’ direction (cf.

Figure 12). What was of interest here (experiment 11) was if the robots would prefer to

have the camera facing in another direction. In order to be consistent and complete, all

previous experiments were repeated and the aspect of evolving the camera direction was

added. Additionally one new experiment was designed, experiment 12, which

investigated the influence of not having speed constraints, i.e. both robots had cameras

and could evolve angle, range and camera direction. The robots also had no speed

constraints implemented and the maximum speed was the same in both robots.

With consideration to the time frame of this work each experiment was run for 250

generations, testing the robots for 10 epochs during each generation, as stated in the

previous section. In addition, each experiment was replicated three times. In most cases,

the results presented in the following chapters, are results from a single replication.

Graphical results of all replications is presented in Buason (2002).
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6 Experimental results I

This chapter will describe the results obtained from experiments 1 and 2. These

experiments were performed mostly to verify the experimental framework and to serve

as a baseline for comparison of later experiments. These experiments are a replication of

the experiments by Floreano and Nolfi (1997a), and Nolfi and Floreano (1998),

therefore the results of these experiments will only be described briefly.

6.1 Experiment 1 – Co-evolving predator and prey robots

The first experiment replicated the predator-prey experiment performed by Floreano and

Nolfi (1997a). The framework described in Section 5.1 was used. Similar to the results

achieved by Floreano and Nolfi (1997a), a set of counter phase oscillations emerged in

the two populations. Figure 15 shows the average and maximum population fitness over

generations.
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Figure 15: Experiment 1 – Average and maximum fitness. The curves have been smoothed over

three data points using rolling average. Unless stated otherwise, this applies to all fitness curves

presented in the following experiments.

The maximum fitness achievable is 10 points since each individual is tested against the

best opponents from the 10 preceding generations. As can be seen in Figure 15, the

populations seem to reach a balance, i.e. there is not one population that is the dominant

one. Still it can be considered that the prey is slightly better but concerning the fitness

function the prey always benefits as it takes some time for the predator to move to the

prey even if the prey stands still.
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As stated earlier, fitness measurement cannot be considered an absolute measurement of

co-evolutionary progress, due to the Red-Queen effect. Instead two different measuring

techniques are applied, CIAO data and Master Tournament. Figure 16 presents the

results of the Master Tournament, i.e. the performance of the best individuals of each

generation tested against all best competitors from that replication. The graph presents

the average results of 10 runs, i.e. each best individual was tested for 10 epochs against

its opponent. Maximum fitness achievable was 250 points as there were 250 opponents.
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Best Predator
1. FIT : 147, GEN: 224
2. FIT: 146, GEN: 223
3. FIT: 145, GEN: 217
4. FIT: 145, GEN: 210
5. FIT: 145, GEN: 214

Entertaining robots
1. FIT .DIFF: 3, GEN: 29
2. FIT .DIFF: 4, GEN: 215
3. FIT .DIFF: 5, GEN: 90
4. FIT .DIFF: 8, GEN: 222
5. FIT .DIFF: 10, GEN: 120

Best Prey
1. FIT : 207, GEN: 53
2. FIT: 198, GEN: 49
3. FIT: 197, GEN: 57
4. FIT: 196, GEN: 51
5. FIT: 195, GEN: 153

Optimized robots
1. PR: 145, PY: 186, GEN: 210
2. PR: 145, PY: 184, GEN: 214
3. PR: 132, PY: 193, GEN: 192
4. PR: 129, PY: 193, GEN: 154
5. PR: 134, PY: 185, GEN: 189

Average fitness for prey
Average fitness for predator

Figure 16: Experiment 1 – Master Tournament. The data was smoothed using rolling average

over three data points. Unless stated otherwise, the same is valid for all other Master

Tournament graphs. Observe that the values in the text to the right have not been smoothed,

and therefore do not necessarily fit the graph exactly.

The text on the right in Figure 16 summarizes the Master Tournament. The two upper

columns describe where it is possible to find the best predator respectively the best prey.

The first value is the fitness while the second is in which generation the individual can

be found. The lower left column demonstrates where it is possible to find the most

entertaining tournaments, i.e. robots that report similar fitness have a similar chance of

winning. The first value is the difference between the fitness score while the second

value states in what generation the tournament can be found. The lower right column

demonstrates where in the graph the most optimized robots can be found, i.e.

generations of robots with high fitness values. The most optimized robots are those that

both have high fitness. The first value is the fitness value of the predator (PR), the
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second value is the fitness value of the prey (PY) and the third value is in what

generation the tournament can be found.

Similarly, as in Floreano and Nolfi (1997a), good results in the Master Tournament

are sometimes followed by sudden drops in performance. This demonstrates that

performance does not necessarily increase over generations. As Floreano and Nolfi

(1997a) demonstrated, individuals from later generations do not necessarily score well

against competitors of earlier ones. The CIAO data in Figure 17 shows similar results.

Figure 17: Experiment 1 – CIAO Data for predator & prey. The colors in the graph represent

fitness values of individuals from different tournaments. Higher fitness results in darker colors.

CIAO data are fitness measurements collected by arranging a tournament where the

current individual of each generation competes against all the best competing ancestors

(Cliff & Miller, 1995). Each competition is run ten times and the results are then

averaged, i.e. zero in fitness score is the worst and one in fitness score is the best. The

‘Scottish tartan’ patterns in the graphs indicate periods of relative stasis interrupted by

short and radical changes of behavior6.Looking at the left graph in Figure 17, it is

possible to identify that predators from later generations are not always able to win over

prey from earlier generations. For example, during the last generations (i.e. generation

6 In the following experiments, the absence or presence of the Scottish tartan pattern in the graphs will be

used to indicate if the robots refine respectively rediscover strategies over generations. Observe that this

is a qualitative measurement where the line between absence and presence of the Scottish tartan pattern

can be fine.
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240 – 250) the predator rarely captures a prey and that is shown in the CIAO data from

the predator as a light-gray or white area in the top of the graph.

According to Nolfi and Floreano (1998), this does not imply that the co-

evolutionary process has failed. They state that instead of refining effective strategies,

these strategies can be lost and replaced by strategies that are effective against current

opponents. This in turn can lead to a cycling process. Similar to the results of Floreano

and Nolfi (1997a) the following classes of strategies were discovered:

• PR1: Predator tracks the prey and tries to catch it by approaching it.

• PR2: Predator tracks the prey while remaining in more or less the same position

waiting for the prey to be able to attack it.

• PY1: Prey stays still waiting for a predator to approach and then tries to avoid it.

• PY2: Prey moves fast in the environment, often demonstrating a wall-following

behavior.

Similarly, as stated by Nolfi and Floreano (1998) although the above classes of

strategies have been identified there are still plenty of different ways for the predator to

approach the prey, and different ways may have a better or worse chance of being

successful against the opponent’s current strategy. In Figure 18 a number of typical

trajectories are presented. These trajectories can be considered demonstrations of the

behaviors mentioned above.

Figure 18: Experiment 1 - Trajectories from generation 29, 53 and 197 after 438, 138 and 496

time steps respectively. The predator is marked with a thick black circle and the trajectory

with a thick black line. The prey is marked with a thin black circle and the trajectory with a

thin black line. Starting positions of both robots are marked with small circles with respective

thickness. The view field of the predator is marked with two thick black lines. The angle

between the lines represent the current view angle, i.e. 36 degrees, and the length of the lines

represents the current view range, i.e. 500 mm.
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The snapshot to the left in Figure 18 is taken in generation 29 after 438 time steps. A

predator with 36 degree view angle and 500 mm view range is trying to capture the prey

by following it. The prey escapes by moving fast in the environment, demonstrating a

wall-following behavior (behavior PR1 and PY2).

The snapshot in the middle of Figure 18 is taken during generation 53 after 183 time

steps. The predator has abandoned its previous strategy and now stays in place waiting

for the prey. The prey still moves fast in the environment, following the walls. When the

prey senses that the predator is nearby, it quickly moves backward to be able to turn,

and then away from the predator (behavior PR2 and PY2). The prey is, however, not

always able to escape the predator and it changes its strategy to PY1 after a few

generations.

The snapshot to the right in Figure 18 is taken in generation 197 after 496 time

steps. In this scenario, the predator tries to track down the prey by approaching it. The

prey stands still until the predator is nearby. Then the prey starts moving around the

predator in a circular trajectory. The predator tries to follow the prey with the camera,

resulting in a behavior where it spins around in the same place while the prey spins

around the predator (behavior PR1 and PY1). A more detailed analysis of these

behaviors can be found in Floreano and Nolfi (1997a), and Nolfi and Floreano (1998).

6.2 Experiment 2 – Removing morphological constraints

This experiment is a replication of an experiment performed by Nolfi and Floreano

(1998). This experiment demonstrates how the structure of the sensory system can

affect the co-evolutionary process. The basic motivation is that the prey’s sensory

system can limit improvement of strategies, which in turn limits the co-evolutionary

process. To investigate this, the prey was also equipped with a camera. The motivation

to replicate this experiment here is that the morphology of both robots will be

investigated in later experiments. This experiment can therefore be considered as a

baseline where camera is used by the prey (and predator).

The same experimental settings were kept as in the previous experiment. The

difference was that the prey was equipped with a camera having the view range of 500

mm and a view angle of 240 degrees and both were controlled with the same neural

network, i.e. the prey, although having a larger view angle than the predator, had only

five input neurons for the camera. This gave both robots the same resolution of the
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camera. According to Nolfi and Floreano (1998), the motivation behind using a camera

with a view angle of 240 degrees is “… because the prey, by escaping the predators,

will only occasionally perceive opponents in their frontal direction”. Here Nolfi and

Floreano make two assumptions. First, that the prey moves in a ‘forward’ direction

when escaping the predators, and secondly, that 240 degrees view angle is appropriate.

This is an example of constraints imposed or implemented by the human designer. In

Figure 19 oscillations in the fitness of the two populations can be observed. The

difference from the previous experiment is that here the prey seems to be the more

dominant species. The Master Tournament (cf. Figure 20) confirms this.
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Figure 19: Experiment 2 – Average and maximum fitness

50 100 150 200 250

50

100

150

200

250

Generation

Fi
tn

es
s

Master Tournament

Best Predator
1. FIT : 79, GEN: 205
2. FIT: 78, GEN: 156
3. FIT: 73, GEN: 192
4. FIT: 72, GEN: 225
5. FIT: 72, GEN: 70

Entertaining robots
1. FIT .DIFF: 49, GEN: 2
2. FIT .DIFF: 63, GEN: 3
3. FIT .DIFF: 96, GEN: 75
4. FIT .DIFF: 102, GEN: 77
5. FIT .DIFF: 107, GEN: 163

Best Prey
1. FIT : 240, GEN: 16
2. FIT: 240, GEN: 246
3. FIT: 239, GEN: 243
4. FIT: 239, GEN: 247
5. FIT: 238, GEN: 242

Optimized robots
1. PR: 57, PY: 239, GEN: 243
2. PR: 79, PY: 212, GEN: 205
3. PR: 73, PY: 216, GEN: 192
4. PR: 68, PY: 217, GEN: 33
5. PR: 61, PY: 224, GEN: 174

Average fitness for prey
Average fitness for predator

Figure 20: Experiment 2 – Master Tournament
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Nolfi and Floreano (1998) also showed that the prey was the dominant species but they

also stated that for at least 100 generations “’arms races’ continue to produce better and

better solutions in both populations for several generations without falling into cycles”.

For the experiments performed here, this is not quite true. The cycling of strategies

became minimal, especially for the prey as can be seen in Figure 21.

Figure 21: Experiment 2 – CIAO data

The CIAO data in Figure 21 show that the prey is very strong and usually achieves

maximum fitness, and the absence of the Scottish tartan pattern indicates that the

performance is not changed in a cyclic manner. The predator, on the other hand, is not

able to find a successful strategy because its opponent is far too good, i.e. the predator’s

morphology limits further evolutionary progress.

6.3 Summary

Experiments 1 and 2 were replications of the experiments performed by Floreano and

Nolfi (1997a) and Nolfi and Floreano (1998) respectively. The results from the

experiments were similar to the results achieved by Nolfi and Floreano, indicating that

the experimental framework was correct. The results of experiment 1 indicated that the

two species cycle between different groups of strategies. The existence of the Scottish

tartan pattern in the CIAO data (cf. Figure 17) further verifies this result.

In experiment 2, the prey was also equipped with a camera. By increasing the

richness of the prey’s sensory system, the prey was better at avoiding the predator. As a

result, the predator had difficulties evolving an appropriate strategy to capture the prey.

This also resulted in that the two populations did not cycle between strategies, as the
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prey apparently was able to evolve an overall strategy that was suitable to defeat the

predator.
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7 Experimental results II

As demonstrated in experiment 2, the influence of changing and adding constraints can

influence how successful the co-evolutionary process is in finding suitable strategies for

both species. Simple constraints can make either species the dominant one. However, in

experiment 2, the properties of the prey’s camera were designed by hand. Instead of

designing these properties by hand, such as view angle and range, the following

experiments will allow the evolutionary process to find the appropriate ones. The

following chapter will focus on the predator and the evolution of the view range and

view angle plus implementing constraints on the view angle.

7.1 Experiment 3 – Evolving the predator’s vision module

This experiment investigated the effect of allowing the evolutionary process to evolve

the view range and view angle of the predator’s camera. In Figure 22 the fitness of the

two populations are presented. The average fitness, presented in the left graph, shows a

certain amount of oscillations. Although the fitness of the predator decreases over

generations it is more stable (not so high oscillations) than the fitness of the prey.
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Figure 22: Experiment 3 – Average and maximum fitness

When looking at the evolutionary progress (cf. Figure 23) there does not seem to be

much evolutionary progress for the predator while the prey seems to evolve better and

better strategies. Sudden drops in fitness indicate, as previously stated, changes in the

strategy, e.g. the prey going from a spinning strategy to a wall-following strategy might
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have lost the ability to follow walls, resulting in crashes that make the prey an easy

target for a predator with a suitable pursuit strategy.
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Best Predator
1. FIT : 120, GEN: 41
2. FIT : 117, GEN: 158
3. FIT : 113, GEN: 207
4. FIT : 113, GEN: 164
5. FIT : 113, GEN: 122

Entertaining robots
1. FIT .DIFF: 3, GEN: 59
2. FIT .DIFF: 5, GEN: 63
3. FIT .DIFF: 10, GEN: 61
4. FIT .DIFF: 12, GEN: 30
5. FIT .DIFF: 12, GEN: 62

Best Prey
1. FIT : 207, GEN: 173
2. FIT : 206, GEN: 214
3. FIT : 205, GEN: 140
4. FIT : 205, GEN: 177
5. FIT : 205, GEN: 104

Optimized robots
1. PR: 106, PY: 199, GEN: 217
2. PR: 105, PY: 197, GEN: 220
3. PR: 111, PY: 185, GEN: 96
4. PR: 99, PY: 196, GEN: 209
5. PR: 113, PY: 180, GEN: 207

Average fitness for prey
Average fitness for predator

Figure 23: Experiment 3 – Master Tournament

Observations from CIAO data also indicate that the prey is better than the predator. The

Scottish tartan pattern that had been observed in experiment 1 is less noticeable in the

CIAO data from this experiment (cf. Figure 24). This indicates that there is a certain

evolutionary progress, and that strategies discovered are refined to be able to cope with

the opponent instead of changing strategies.

Figure 24: Experiment 3 – CIAO data.
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The left graph of Figure 25 displays both the evolution of view angle, and the evolution

of the view range. The average view range evolved was 356 mm (opposed to 500 mm in

Floreano and Nolfi, 1997a) and the average view angle evolved was 187 degrees. It

does not seem that the evolutionary process found a balance while evolving both view

angle and view range, the standard deviations for both variables are quite high (95 mm

for the view range and 87 degrees for the view angle). The right graph of Figure 25

shows the relations between view angle and view range. This relation is connected to

the fitness achieved during Master Tournament, i.e. darker diamonds represent higher

fitness. From this graph, it is possible to conclude that the distribution is rather spread

out in morphological space. Still there seems to be a clear tendency to evolve a view

range above 200 mm. In addition, when the fitness is considered, then the highest

fitness is below and around the calculated average view angle, i.e. 186 degrees. Larger

view angles resulted in lower fitness.

50 100 150 200 250
0

36

72

108

144

180

216

252

288

324

360

Mean: 187; Std: 87

Mean: 356; Std: 95

Generation

A
ng

le

50 100 150 200 250
5

50

100

150

200

250

300

350

400

450

500

R
an

ge

Predator description

Range
Angle

0

50

100

150

200

250

0 36 72 108 144 180 216 252 288 324 360

100

200

300

400

500

Angle

R
an

ge

Predator description (Generation 0 - 250)

Figure 25: Experiment 3 - Morphological description of predator vision. The left graph

presents the morphological description of view angle (left y-axis, thin line) and view range

(right y-axis, thick line). The values in the upper right corner are the mean and standard

deviation for the view range over generations, calculated from the best individual from each

generation. The values in the lower left corner are the mean and standard deviation for the

view angle over generations, also calculated from the best individual from each generation. The

data was smoothed using rolling average over ten data points. Unless stated otherwise, the same

is valid for all other morphological description graphs. The right graph presents relations

between view angle and view range in the morphological space. Each diamond represents an

individual from a certain generation. The color of the diamond indicates the fitness achieved

during a Master Tournament, i.e. darker diamonds indicate higher fitness.
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Figure 26 presents trajectories from different tournaments. The prey evolves similar

behavioral patterns as in previous experiments, i.e. either moving fast in the

environment following walls, or staying/spinning in the same place. The predator, on

the other hand, evolved interesting behavioral patterns. In the left part of Figure 26 is a

trajectory from generation 22. The predator has evolved a camera with a view angle of

174 degrees and a view range of 257 mm. The prey stays in the same position awaiting

the predator. The predator sees the prey and starts approaching it, trying to stay ‘below’

(in relation to the trajectory in the left part of Figure 26) the prey. The reason behind

staying below the prey is that in some cases when the predator approaches it then it goes

into an evasive clockwise circular movement. If the predator stays below the prey, there

is a larger chance of a successful capture in case it goes into this circular evasion

strategy.

Figure 26: Experiment 3 – Trajectories from generation 22 (predator: 174°, 257 mm), 41

(predator: 146°, 432 mm) and 45 (predator: 330°, 218 mm), after 77, 75 and 77 time steps

respectively.

In the middle of Figure 26 is a trajectory from generation 41 where the predator has

evolved a camera with a view angle of 146 degrees and a view range of 432 mm. This

demonstrates a capture when the prey is moving fast in the environment. First, the

predator moves into the center of the environment to sense the position of the prey. In

this case, the prey is approaching the predator so the predator moves backwards to its

original position following the prey to the outermost part of its visual field. When the

prey changes direction because of the wall, the predator turns around locating the prey

in the center of its visual field. By then the prey is locked in a trap between the predator

and the wall. The tournament ends with a capture after 75 time steps.

In the right part of Figure 26 is a trajectory from generation 45. This demonstrates

how the predator operates with a very wide view angle. In this case, the view angle has

evolved to 330 degrees and the view range is 218 mm. Note that only five simulated
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photoreceptors were used independently of the size of the view angle. This results in a

resolution of one input neuron covering almost 66 degrees of the view field. Because of

the low resolution, it is harder to localize and follow the prey. The strategy that has been

evolved here lies in the view range. The predator stays in the same place and due to its

limited view range it can barely see the prey in its starting position but the prey quickly

disappears from the visual field. The predator then stops moving and awaits the prey to

appear again within the visual field. A similar strategy then emerges as was explained in

the above paragraph. The predator succeeds in getting the prey between itself and the

wall resulting in a capture. This strategy can be seen as a refinement of the strategy

described in the previous paragraph. This also can be seen in the CIAO data in Figure

24, i.e. the absence of the Scottish tartan pattern indicates that strategies are refined

instead of being rediscovered.

However, these results cannot be generalized over different replications of the

experiment. When this experiment was replicated, it was noticed that in some cases the

co-evolutionary process started to change strategies instead of refining them. This was

because the two populations came closer to each other in the fitness space, i.e. the

chance of capture of the prey was higher. From this, it is possible to conclude that when

both species are in balance, then a rapid change of strategies occurs. This can also be

seen in experiment 1 where arms races occur, and this can be considered the opposite of

experiment 2 where the prey is the dominating species (cf. Section 6.1).

7.2 Experiment 4 – Implementing constraints

This experiment evolved the view angle and view range of the predator’s camera,

similarly as in experiment 3. In addition, the maximum speed is constrained by the view

angle. As in the previous experiments, the maximum speed of the predator was only half

the maximum speed of the prey, or 0.5. In this experiment, the speed interval was

divided up into 10 intervals, and each interval was associated with a 36 degree view

angle. This implied that if the predator would evolve a view angle of 185 degrees, then

it would only have a maximum speed of 0.25 (cf. Section 5.1). By looking at the fitness

of the two competing populations it is possible to state that the prey is the dominant

species (cf. Figure 27).
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Figure 27: Experiment 4 – Average and Maximum fitness

The oscillations that were present in the fitness curves in previous experiments are still

noticeable, but the distance between the two populations in the fitness space is quite

large. However, as stated earlier, fitness achieved by the two populations is no absolute

measurement of performance. Running a Master Tournament shows that at least for the

predator there is certain evolutionary progress (cf. Figure 28).
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Best Predator
1. FIT : 124, GEN: 133
2. FIT : 120, GEN: 179
3. FIT : 118, GEN: 176
4. FIT : 114, GEN: 132
5. FIT : 113, GEN: 109

Entertaining robots
1. FIT .DIFF: 18, GEN: 137
2. FIT .DIFF: 50, GEN: 176
3. FIT .DIFF: 55, GEN: 7
4. FIT .DIFF: 57, GEN: 134
5. FIT .DIFF: 57, GEN: 222

Best Prey
1. FIT : 215, GEN: 231
2. FIT : 215, GEN: 179
3. FIT : 215, GEN: 220
4. FIT : 214, GEN: 95
5. FIT : 214, GEN: 44

Optimized robots
1. PR: 120, PY: 215, GEN: 179
2. PR: 124, PY: 205, GEN: 133
3. PR: 114, PY: 209, GEN: 132
4. PR: 105, PY: 210, GEN: 180
5. PR: 105, PY: 209, GEN: 250

Average fitness for prey
Average fitness for predator

Figure 28: Experiment 4 – Master Tournament

The results from the Master Tournament can, however, not be generalized. The results

from other replications of this experiment did not always show this evolutionary

progress of the predator during Master Tournament (two out of three showed progress.).

During some of the experiments, the evolutionary process had problems balancing the

behavior of the robot with the view angle and the view range.
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The CIAO data (cf. Figure 29) demonstrates two things. Firstly, that the prey is fitter

than the predator as it achieves higher fitness. Secondly, having the Scottish tartan

pattern in the data also indicates that the robots change their strategies instead of

refining them. When looking at the CIAO data from the predator it can be seen that

around certain generations such as generations 76 – 86 that the pattern is more obvious.

During these generations, the prey changes strategy from moving fast around in the

environment to spinning around in the same place. The predator that was tested against

the ten previous opponents is still in its wait-and-attack strategy. The pattern then

emerges when a current individual is tested against all the best ancestral opponents.

Then in periods of around ten generations, the predator either is able to catch the prey or

totally fail. This periodic change of strategies can partially be related to the evaluation

criteria chosen. For each generation the individuals were tested for ten epochs. During

each epoch, the current individual was tested against one of the best competitors of the

ten previous generations (cf. Section 5.1). The individuals with the highest fitness score

from a certain generation, that are chosen for reproduction, have therefore evolved

successful strategies that are tuned to the opponents strategies from the ten preceding

generations.

Figure 29: Experiment 4 – CIAO Data

Although the evolutionary process seemed to have certain problems with evolving

forward a predator (i.e. similar or higher fitness than in previous experiments), it was

still able to find a balance in morphology space (cf. Figure 30). The left graph in Figure

30 demonstrates the view angle and the view range. The average view angle was 63

degrees with a standard deviation of 33. The average view range evolved was 289 mm

(observe that the original was 500 mm) with a standard deviation of 92 mm. The
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oscillations in the view range of the predator in Figure 30 are partially related to the

different strategies of the prey. When the prey waited for the predator in a certain place,

a longer view range was appropriate. When the prey moved around in the environment,

a shorter view range was more appropriate. The motivation behind this is that, when the

prey moves around in the environment it usually follows the walls, and as the starting

position of the predator is close to a wall (around ¼ of width of the environment) it is

suitable to wait for the prey there. When the view range is long, the predator can see the

prey in the environment, which often leads to the predator starting to follow the prey.

However, when it has a short view range it waits until the prey is in range, then the prey

is often blocked by the wall and the predator, giving the predator a small chance of

capturing the fast prey. This is demonstrated in a snapshot on the right side in Figure 31.
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Figure 30: Experiment 4 – Morphological description of predator vision. Left graph presents a

morphological description of view angle and view range. Middle graph presents distribution in

the morphological space of view angle and view range. Right graph presents a histogram over

view angle, i.e. the number of individuals that preferred a certain view angle. The values above

each bin indicate the maximum speed interval.

The relation between view angle and view range is presented in the middle graph in

Figure 30. The fitness is also connected to these variables so that the darkest diamonds

represent individuals that have high fitness and the lighter diamonds are individuals that

have lower fitness. The evolutionary process seems to have found a balance, having a

camera on the predator with a rather focused view angle around 18 – 108 degrees while

the view range had more variations using the whole interval. The latter, as stated earlier,

can be considered to be related to the different strategies of the prey.

Figure 30, right graph, presents a histogram over the number of different angle

intervals evolved by the predator. The number above each interval represents the

maximum speed interval, e.g. if the predator has evolved a view angle between 72 and

108 degrees then the speed is constrained to be within the interval of 0.0 to 0.45. There
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are two things to observe here concerning the speed interval. First, the predator has

already a constraint on its speed from the prey, i.e. it can only move at maximum half

the maximum speed of the prey, which sets the maximum speed interval to 0.5 as the

prey can move within the speed interval of 0.0 to 1.0. Second, the speed is discussed in

relative intervals and not in absolute values, i.e. the ‘absolute’ speed of the robots is in

the interval of 0 to 1, where 0 means full speed backwards, 0.5 means stop and 1 means

full speed forward (cf. Table 1). When the speed interval is 0.0 to 0.45, as in this case,

the ‘absolute’ speed value is in the interval of 0.225 (full speed backwards) and 0.725

(full speed forward). Four out of five best predators (cf. Figure 28) evolved their view

angles within the interval of 0 to 36 degrees.

The prey evolves similar evasion strategies, as in previous experiments. In Figure

31, trajectories from different tournaments are presented. Both the trajectory on the left

and in the middle shows clearly the impact of introducing speed constraints in relation

to the angle.

Figure 31: Experiment 4 - Trajectories from generations 48 (predator: 79°, 367 mm), 81

(predator: 75°, 317 mm) and 109 (predator: 27°, 268 mm), after 328, 445 and 132 time steps

respectively.

The left snapshot in Figure 31 is taken in generation 48 after 328 time steps. The

predator has a view angle of 79 degrees, which constrains the speed interval to 0.4. As a

result, the predator is not fast enough when pursuing the prey and the prey moves fast in

the environment following the walls. A similar scenario is shown in the middle. There

the predator has a view angle of 75 degrees and a view range of 317 mm. The predator

in this case can only watch while the prey spins around it, as it cannot accelerate to a

high enough speed to be able to attack. The predator then evolves further and refines the

morphology so that the second best predator (cf. Figure 28) evolved is more aggressive

with a view angle of 31 degrees and a view range of 427 mm, i.e. this predator is able to

achieve speed within the maximum allowable interval and in certain cases captures the
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prey. The snapshot on the right is taken in generation 109 showing the fifth best

predator. This predator has evolved a wait-and-attack strategy. In order to avoid

capturing the prey too early in the view field of the camera, the view range is relatively

short or 267 mm and the view angle is only 27 degrees. This gives the predator very

focused vision, and when the prey is within the view field, it strikes directly.

7.3 Summary

The experiments performed in this chapter focused on evolving certain aspects of the

predator’s morphology, i.e. the camera view angle and view range, instead of designing

them by hand as was done in the experiments performed in Chapter 6. In addition, the

influence of implementing constraints between the view angle and the speed was

investigated.

The results of evolving the view angle and view range in experiment 3 indicate that

the predator prefers a medium view angle (187° average) with a relative long view

range (356 mm average). The values of these variables are still rather unstable during

the evolutionary process, indicated by the standard deviation (87° respectively 95 mm).

If the results of experiment 3 are compared to the results of experiment 1, then actually

fitter predator individuals were evolved in experiment 1, and there was, to some degree,

clearer evolutionary progress in experiment 1. This indicates that, in this case, a fixed

view angle and view range are more appropriate for the evolutionary process.

When looking at the results from experiment 4, and comparing them to the results of

both experiments 1 and 3, then the fitness of the predator is worse. Still a Master

Tournament indicates a certain evolutionary progress. The dependency between the

view angle and the speed resulted in predators with rather small view angle (63°

average) and a relative short view range (289 mm average). This indicates that the

overall predator was fast with a focused vision. Although the predator had little chance

of catching the prey by chasing it, this strategy was evolved a number of times. The

predator was better at ambushing the prey, i.e. waiting for the prey and attacking when

it was within range.

The results from these experiments indicate that it is possible to evolve the view

angle and view range of the predator’s camera while achieving a suitable pursuit

behavior. However, if the results are compared to experiment 1, the evolutionary

process seems to prefer to have a fixed view angle and a fixed view range, i.e. higher
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fitness is achieved when the camera morphology is fixed. In addition, the predator was

able to find a balance between view angle and speed, and to evolve a behavior suitable

to capture the prey.
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8 Experimental results III

This chapter will investigate the impact of giving the prey a camera, and evolving its

morphology, i.e. the view angle and view range of the camera. The predator will also be

equipped with a camera but its morphology will not be evolved, i.e. the focus in the

experiments documented in this chapter is on the prey. The first experiment described

includes evolving the morphology of the camera. The second experiment will include

constraints on the speed from the view angle.

8.1 Experiment 5 – Evolving the prey’s vision module

Similar to the results of the experiment described in Section 6.2, the prey is the

dominant species. This can be observed in Figure 32 where the average and maximum

fitness are presented. Master Tournament (cf. Figure 33) and CIAO data (cf. Figure 34)

also demonstrate similar results as have been described in Section 6.2, i.e. the prey

demonstrates evolutionary progress while the predator does not.
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Figure 32: Experiment 5 – Average and maximum fitness
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Best Predator
1. FIT : 79, GEN: 28
2. FIT : 73, GEN: 25
3. FIT : 71, GEN: 20
4. FIT : 65, GEN: 21
5. FIT : 64, GEN: 37

Entertaining robots
1. FIT .DIFF: 50, GEN: 6
2. FIT .DIFF: 57, GEN: 8
3. FIT .DIFF: 65, GEN: 1
4. FIT .DIFF: 66, GEN: 17
5. FIT .DIFF: 68, GEN: 5

Best Prey
1. FIT : 243, GEN: 110
2. FIT : 241, GEN: 103
3. FIT : 241, GEN: 107
4. FIT : 241, GEN: 232
5. FIT : 240, GEN: 154

Optimized robots
1. PR: 59, PY: 240, GEN: 102
2. PR: 59, PY: 240, GEN: 238
3. PR: 58, PY: 239, GEN: 98
4. PR: 57, PY: 240, GEN: 241
5. PR: 56, PY: 240, GEN: 234

Average fitness for prey
Average fitness for predator

Figure 33: Experiment 5 – Master Tournament

Figure 34: Experiment 5 – CIAO data

Figure 35 displays how the morphology has evolved. The prey evolved an average view

angle of 252 degrees with an average view range of 276 mm. The standard deviations

are still rather high for these variables (83 degrees for the view angle and 98 mm for the

view range). When looking at the relation between view angle, view range and fitness, it

can be stated that many of the individuals received very high fitness. The individuals are

distributed around the morphological space but still there is a tendency for the

individuals to evolve view angle and view range around the average. What is interesting

in this experiment, in comparison to previous experiments where the vision of the

predator was evolved, is that the average view angle evolved is larger (252 degrees in

comparison to 187 degrees in experiment 3, Section 7.1) and the average view range
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evolved is shorter (274 mm in comparison to 356 mm in experiment 3, Section 7.1).

The prey seems to benefit from having short view range with wide view angle as it

cannot measure the distance to the predator through the camera (i.e. the vision module

does not have depth perception). The predator, on the other hand, seems to benefit from

having longer view range with a smaller view angle in relation to the prey, to be able to

localize the prey.
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Figure 35: Experiment 5 – Morphological description of prey vision.

An example of a prey that has a wide view angle and short range is the best prey found

from a Master Tournament (cf. Figure 33) in generation 110. This prey has evolved a

view angle of 275 degrees and a view range of 207 mm. Figure 36 displays a number of

trajectories from the tournament in generation 110.

Figure 36: Experiment 5 - Trajectories from generation 110 after 89, 118 and 436 time steps

respectively (predator: 36°, 500 mm; prey: 275°, 207 mm).

The left part of Figure 36 presents a trajectory when 89 time steps have passed. The

prey is spinning around, staying in the same place. The predator starts by moving

around in the environment until it localizes the prey in the view field. Then the predator
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starts approaching it. When the prey notices the predator in its view field, it starts its

evasion strategy. That is, the prey goes from waiting in one place to moving fast in the

environment. This can be seen in the snapshot in the middle, taken after 118 time steps.

The evasion strategy involves moving fast in the environment, but unlike previous

experiments, the behavior is not quite wall-following. The prey uses the walls to

indicate when to turn but when going between corners the trajectory is curved. When

the prey notices the predator with the camera, waiting close to a wall, it changes its

trajectory by moving away from the wall. This is shown in the trajectory on the right

after 436 time steps. In this experiment the prey has refined its strategy by combining

strategies used in previous experiments, i.e. instead of changing between moving fast

and waiting strategies between generations, it uses a full-general strategy that combines

both. Still it is not certain that this strategy had emerged if the predator had been better,

but under these circumstances it did.

8.2 Experiment 6 – Implementing constraints

In this experiment, speed was constrained by the view angle. The speed interval of the

prey was divided up into ten intervals and each interval was connected to an interval of

the view angle. In the previous experiment, the average view angle of the prey was 252

degrees. If the prey evolves a view angle of this size in this experiment, then the speed

interval will be constrained between 0.0 and 0.3. The speed interval of the predator is

not evolved, i.e. it is still between 0.0 and 0.5.

The results of this experiment varied between replications. The above fact that the

most suitable view angle implied so much constraint on the speed introduced certain

problems for the evolutionary process while evolving evasion strategies for the prey. In

replication 1, the evolutionary process found the balance using a very small view angle

or none, implying that the camera was not appropriate, i.e. speed was preferred over

vision. This can be seen in Figure 37.
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Figure 37: Experiment 6 - Morphological description of prey vision (replication 1).

As illustrated in Figure 37, the prey evolves an average view angle of 71 degrees, but in

most cases the view angle was below 36 degrees, giving the prey maximum speed. As

can be seen in the left graph in Figure 37, the view angle started to stabilize around

generation 200 and usually around or below 36 degrees. The behavior of the prey during

the last 50 generations was to move fast in the environment, usually following the walls.

In the other two replications, the evolutionary process found a different balance. The

result from the Master Tournament is similar to the results of the Master Tournaments

in the previous experiments. The predator does not demonstrate so much evolutionary

progress. The prey on the other hand demonstrates evolutionary progress but good

individuals are often followed by sudden drops in behavior, creating valleys over short

periods in the fitness curve (cf. Figure 38).
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1. FIT : 112, GEN: 25
2. FIT : 110, GEN: 34
3. FIT : 106, GEN: 31
4. FIT : 106, GEN: 33
5. FIT : 105, GEN: 35

Entertaining robots
1. FIT .DIFF: 23, GEN: 1
2. FIT .DIFF: 25, GEN: 168
3. FIT .DIFF: 25, GEN: 169
4. FIT .DIFF: 34, GEN: 2
5. FIT .DIFF: 43, GEN: 174

Best Prey
1. FIT : 229, GEN: 67
2. FIT : 228, GEN: 70
3. FIT : 227, GEN: 194
4. FIT : 227, GEN: 84
5. FIT : 226, GEN: 221

Optimized robots
1. PR: 112, PY: 213, GEN: 25
2. PR: 95, PY: 216, GEN: 26
3. PR: 86, PY: 222, GEN: 96
4. PR: 89, PY: 218, GEN: 28
5. PR: 83, PY: 223, GEN: 195

Average fitness for prey
Average fitness for predator

Figure 38: Experiment 6 – Master Tournament
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Similar to the first replication, described in the beginning of the chapter, the prey

evolves a single full general strategy. This partially explains the drops in fitness, where

adjustments in the strategy of the predator affect the strategy of the prey. Because of

evolving a single overall strategy, the morphological space shows a strong convergence

towards certain areas (cf. Figure 39).
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Figure 39: Experiment 6 - Morphological description of prey vision (replication 2).

The left graph in Figure 39 displays the evolution of the view angle and view range. The

evolutionary process seems to have found a balance with an average view angle of 144

degrees, and a standard deviation of only 27 degrees. The view range does not seem to

play a large role in this experiment, which results in a rather unstable view range

throughout generations. The relationship between view angle and view range and fitness

in the middle graph in Figure 39 shows a strong convergence towards the average view

angle. When looking at the histogram of view angles, most of the individuals preferred

view angle between 108 and 180 degrees, which constrains the maximum speed to 0.7

respectively 0.6. This gives the prey an acceptable field of vision to see the predator and

speed advantage, i.e. the maximum speed of the predator is 0.5 while it is 0.6 – 0.7 for

the prey.

The strategy that was evolved by the prey can be seen in the trajectories displayed in

Figure 40. These trajectories are taken in different time steps in generation 67 where the

best prey can be found according to the Master Tournament data (cf. Figure 38). The

left snapshot is taken after 48 time steps. The predator has seen the prey and is

approaching it. The prey spins around in the same place until it sees the predator in the

right outermost area of its field of vision. When the prey has noticed the predator, it

stops spinning around and instead starts moving slowly away from the predator, always

having the predator in the right outermost area of its field of vision. As the prey only has

two infrared sensors at the rear side of the body the chance of a crash against a wall is
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higher. By having the predator in this specific area, the prey moves in a more circular

trajectory (cf. middle snapshot in Figure 40 taken after 78 time steps). When the prey

starts to sense the predator with its infrared sensors it starts moving faster away but only

for a short while after which it stops and awaits a new attack from the predator. This

cycle then continues until the predator either catches the prey or the tournament ends. In

this case, the predator is aggressive and continues to attack the prey, which makes the

prey move in a circular trajectory away from the predator (cf. right snapshot in Figure

40 taken after 224 time steps).

Figure 40: Experiment 6 - Trajectories from generation 67 after 48, 78 and 224 time steps

respectively (predator: 36°, 500 mm; prey: 146°, 318 mm).

8.3 Summary

The experiments in this chapter focused on evolving the camera morphology of the

prey. Experiment 5 evolved view angle and view range of the prey, while in experiment

6 a dependency between view angle and speed was implemented. In both experiments,

the structure of the predator was kept constant, i.e. it was equipped with a ‘standard’

camera (36 degree view angle and 500 mm view range7).

The prey was able to evolve a very good overall evasion strategy in experiment 5.

This strategy was a combination of strategies observed in previous experiments, i.e. the

prey started by spinning around on its starting point. When it notices the predator in its

field of vision it starts moving fast in the environment. Comparing experiment 5 to

experiment 3, it can be stated that the prey ‘preferred’ to have a wide view angle with a

short view range (252° respectively 274 mm average) in relation to the predator that

7 Actually the view range of the standard camera was 495 mm, because the view range was in the interval

of 5 mm to 500 mm. However, in this dissertation, the view range will be referred to as the upper bound

measurement.
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‘preferred’ to have a smaller view angle with a longer view range (187° respectively

356 mm average).

Two replications of experiment 6 were described in the previous section. In both

cases the evolutionary process was able to find a balance between view angle and speed.

The two replications evolved different evasion strategies for the prey. The prey from

replication 1 preferred a small view range with a short range (71° respectively 262 mm

average) for moving fast in the environment, demonstrating a wall-following behavior.

In replication 2 the prey still preferred a relatively small view range with a relatively

short view range (144° respectively 277 mm average). With that camera, the prey

circled around in the same place. Both replications evolved full general strategies, but

different strategy for each replication.

The results of these experiments indicate that it is possible to evolve the morphology

of the prey’s camera, as was demonstrated for the predator in Chapter 7. In addition, the

results indicate that the configuration of the camera can influence the overall evasion

strategy evolved.
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9 Experimental results IV

In the previous two chapters, the focus has either been on evolving the camera of the

predator or the prey. In this chapter, the focus will be on co-evolving the camera of both

species at the same time. The competitive advantage found in either species will also be

balanced out, e.g. by having the maximum speed interval set to the same value in both

species in some experiments.

9.1 Experiment 7 – Evolving the vision module in predator and prey

This experiment can be considered a combination of experiment 3, where the view

angle and view range of the predator were evolved (cf. Section 7.1), and experiment 5,

where the view angle and view range of the prey were evolved (cf. Section 8.1). That is,

here the view angle and view range of both robots are evolved.

The results in the fitness landscape indicate that the prey is the dominant species (cf.

Figure 41). Both populations seem to be rather stable in the fitness landscape.
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Figure 41: Experiment 7 – Average and maximum fitness

The results of running a Master Tournament indicate evolutionary progress throughout

the first 100 generations for both species (cf. Figure 42), i.e. individuals at later

generations seem to become fitter and are able to win over individuals from previous

generations. The fitness of the prey then seems to deteriorate a bit after generation 100

but during the last 50 generations evolutionary progress can be noticed again.
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1. FIT : 110, GEN: 92
2. FIT: 106, GEN: 95
3. FIT: 104, GEN: 167
4. FIT: 104, GEN: 174
5. FIT: 103, GEN: 101

Entertaining robots
1. FIT .DIFF: 31, GEN: 1
2. FIT .DIFF: 40, GEN: 167
3. FIT .DIFF: 44, GEN: 174
4. FIT .DIFF: 49, GEN: 8
5. FIT .DIFF: 50, GEN: 62

Best Prey
1. FIT : 231, GEN: 241
2. FIT: 229, GEN: 231
3. FIT: 225, GEN: 229
4. FIT: 224, GEN: 181
5. FIT: 223, GEN: 92

Optimized robots
1. PR: 110, PY: 223, GEN: 92
2. PR: 102, PY: 222, GEN: 91
3. PR: 106, PY: 207, GEN: 95
4. PR: 91, PY: 218, GEN: 228
5. PR: 93, PY: 217, GEN: 87

Average fitness for prey
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Figure 42: Experiment 7 – Master Tournament

This evolutionary progress can also be noted in the CIAO data (cf. Figure 43). The prey

is stronger than the predator, i.e. able to escape more often than being caught. The

Scottish tartan pattern that has been noticeable in some of the previous experiments is

barely noticeable in these graphs. The ‘absence’ of the Scottish tartan pattern, together

with the data from the Master Tournament, indicates that (a) one of the species is the

dominant one (in this case the prey), and (b) that the species do not often change

between strategies. That is, the evolutionary process seems to have evolved full general

strategies instead of plastic individuals.

Figure 43: Experiment 7 – CIAO data

When looking at how the morphological description has evolved over generations (cf.

Figure 44), large fluctuations are noticeable. Nevertheless, the results are similar to the
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results achieved in experiment 3 and in experiment 5 for the predator and for the prey

respectively. The predator in experiment 3 (cf. Section 7.1) evolved a medium view

angle (187 degrees) with a relative long view range overall (356 mm). In this

experiment, the predator evolves a slightly wider view angle with an average of 193

degrees. The standard deviation is rather high, around 100 degrees. The view range is

more stable throughout generations with an average of 365 mm and a standard deviation

of 84 mm. The prey also evolves view angle and view range towards similar results as

in experiment 5 (cf. Section 8.1), where a wide view angle with a short range was

appropriate.
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Figure 44: Experiment 7 – Morphological description of predator and prey vision.

Figure 45 displays how the evolutionary process starts to form clusters in the

morphological space of the view angle and the view range. The predator seems to form

clusters where the range is longer than 250 mm. The view angle seems to cluster into a

number of regions. These clusters are not around the average view angle of 193 degrees

but instead below or above it, i.e. because of outliers the average value calculated does

not reflect the distribution of individuals in the morphological space. Having clusters

above and below the calculated average indicates the use of two different strategies for

the predator, changing between small and wide view angle. The prey individuals are

spread out in the morphological space. Still a cluster forms in the lower right area of the

morphological space, implying that the prey prefers evolving a camera with a wide view

angle but a relative short view range.
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Figure 45: Experiment 7 – Morphological space of predator and prey.

From this, it is possible to conclude that the predator is not able to evolve a strategy that

is suitable for capturing the prey; therefore at least two different strategies emerge

concerning the view angle and view range. The prey on the other hand seems to have

found a full general strategy by having a short view range and wide view angle. The

prey individuals that are spread out in the morphological space are able to defeat certain

predators’ strategies but are not necessarily suitable for Master Tournament.

Figure 46 presents three trajectories from different generations. The trajectory on the

left is taken in generation 92 where the best predator is competing against the fifth best

prey (according to Figure 42). The predator has a view angle of 355 degrees and a view

range of 307 mm while the prey has a view angle of 312 degrees and a view range of

254 mm. When the predator has so wide a view angle its strategy is to try to intercept

the prey. The predator is successful in this after 82 time steps in this case.

Figure 46: Experiment 7 - Trajectories from generations 92 (predator: 355°, 307 mm; prey:

312°, 254 mm), 139 (predator: 40°, 375 mm; prey: 244°, 135 mm) & 174 (predator: 309°, 286

mm; prey: 243°, 121 mm) after 82, 411 and 451 time steps respectively.
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The trajectory in the middle part of Figure 46 is taken from generation 139. This

trajectory demonstrates a slightly different strategy of both predator and prey. Here the

predator has a rather small view angle and a long view range while the prey has a wide

view angle and a short view range. In this scenario, the predator chases the prey, and the

prey escapes the predator by moving backwards in a circular trajectory. When the

predator is not within the view field of the prey then it stops and starts spinning, waiting

for the predator to approach. This strategy of the prey was only observed during a small

number of generations.

The trajectory in the right part of Figure 46 is a snapshot taken after 451 time steps

in generation 174. The predator has a view angle of 309 degrees and a view range of

286 mm, while the prey has a view angle of 243 degrees and a view range of 121 mm.

This tournament is the third most entertaining tournament and has the fourth best

predator in it (cf. Figure 42). This is a truly entertaining tournament where the predator

constantly tries to intercept and catch the prey while the prey escapes. Finally, the

predator succeeds in trapping the prey in a corner where it cannot escape. The robots in

this scenario show very interesting behaviors. The prey waits spinning in the same place

until it notices the predator in the view field. Then it starts its evasion strategy, which is

moving fast in the environment. Unlike previous scenarios in other experiments, the

prey is not so fixed with following walls but is able to move all over the environment.

Still there is a tendency in the prey to move clockwise in the environment. The predator,

which has a wide view angle with a relative small view range, tries to intercept the prey

by following its movements in the environment. That is, because the prey has this large

view angle it can locate the prey on either side of its body and thereby is able to follow

the prey side-by-side in a reverse or forward direction. This enables the predator to trap

the prey in a corner or up against a wall.

9.2 Experiment 8 – Implementing constraints in the predator

This experiment is in principle the same as the previous experiment except that here the

introduction of constraints from the view angle on the speed is investigated. This

experiment only investigates the impact of introducing constraints into the behavior of

the predator. The results of this experiment can be compared both to the previous

experiment and to experiment 4 (cf. Section 7.2) where the view angle and view range

of the predator are evolved with constraints on the speed. The results from this
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experiment do not make large contributions to the overall results of this dissertation;

they are only included for the sake of completeness.

The results of running a Master Tournament (cf. Figure 47) indicate that the prey is

the dominant species. Evolutionary progress is not noticeable because the prey is almost

achieving maximum fitness while the predator is not.

The results of the evolutionary process on the view angle and view range are similar

to results from previous experiments (cf. Figure 48). The predator evolves an average

view angle of 86 degrees with a standard deviation of 55 degrees. The average view

range is 329 mm with a standard deviation of 99 mm. This indicates that the predator

prefers a short view angle with a relative long range in order to maximize the speed.

The prey, that does not have any constraints on the speed from the view angle,

continues to evolve a rather wide view angle (in this case 215 degrees on average) with

a rather short range (in this case 268 mm).
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Best Predator
1. FIT : 78, GEN: 186
2. FIT : 67, GEN: 188
3. FIT : 65, GEN: 185
4. FIT : 65, GEN: 179
5. FIT : 61, GEN: 189

Entertaining robots
1. FIT .DIFF: 98, GEN: 190
2. FIT .DIFF: 100, GEN: 185
3. FIT .DIFF: 105, GEN: 1
4. FIT .DIFF: 109, GEN: 186
5. FIT .DIFF: 115, GEN: 5

Best Prey
1. FIT : 247, GEN: 216
2. FIT : 246, GEN: 57
3. FIT : 246, GEN: 236
4. FIT : 246, GEN: 71
5. FIT : 245, GEN: 233

Optimized robots
1. PR: 60, PY: 244, GEN: 193
2. PR: 60, PY: 241, GEN: 63
3. PR: 57, PY: 242, GEN: 61
4. PR: 57, PY: 241, GEN: 56
5. PR: 57, PY: 237, GEN: 62

Average fitness for prey
Average fitness for predator

Figure 47: Experiment 8 – Master Tournament
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Figure 48: Experiment 8 – Morphological description of predator and prey

When looking at the distribution of the individuals in the morphological space,

clustering is noticed (cf. Figure 49). The predator forms clusters in the upper left corner

of the morphological space, while the prey continues to be rather distributed but still

there are many clusters in the lower right corner of the morphological space.
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Figure 49: Experiment 8 – Morphological space of predator and prey

Clearly, the predator prefers to be fast, and therefore evolves a rather focused view

angle. This can also be seen in Figure 50, where a histogram over view angles is

presented. In most cases, the predator chooses a view angle between 36 and 72 degrees

which constraints the speed interval between 0.0 and 0.45. No interesting behaviors or

trajectories were observed.
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Figure 50: Experiment 8 – Histogram over view angle of predator

9.3 Experiment 9 – Increasing maximum speed for predator

This experiment tries to balance out the competitive advantage between the competing

species by having the maximum speed interval set to the same value for both species,

i.e. 1.0. The predator still has the view angle constraining the maximum speed.

Interestingly, the results from this experiment were that it is not certain that the

predator becomes better, even though the maximum speed interval is set to the same

value. Some differences appeared between replications, i.e. in certain replications the

predator became better than the prey. However, the results presented here are from a

replication where the predator is not the dominant species (cf. Figure 51), in order to

demonstrate why the predator does not become fitter. In addition, when the predator is

the dominant species, the prey is not able to evolve suitable behaviors, e.g. evasion or

obstacle avoidance behaviors. This makes these types of tournaments rather

uninteresting to investigate.
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1. FIT : 131, GEN: 8
2. FIT: 130, GEN: 18
3. FIT: 120, GEN: 157
4. FIT: 120, GEN: 42
5. FIT: 118, GEN: 25

Entertaining robots
1. FIT .DIFF: 6, GEN: 28
2. FIT .DIFF: 6, GEN: 26
3. FIT .DIFF: 8, GEN: 35
4. FIT .DIFF: 8, GEN: 31
5. FIT .DIFF: 11, GEN: 27

Best Prey
1. FIT : 233, GEN: 245
2. FIT: 232, GEN: 244
3. FIT: 232, GEN: 137
4. FIT: 231, GEN: 216
5. FIT: 229, GEN: 247

Optimized robots
1. PR: 110, PY: 232, GEN: 137
2. PR: 103, PY: 223, GEN: 115
3. PR: 102, PY: 221, GEN: 144
4. PR: 95, PY: 225, GEN: 143
5. PR: 94, PY: 222, GEN: 111

Average fitness for prey
Average fitness for predator

Figure 51: Experiment 9 – Master Tournament

The morphological description evolved is in line with the results noted in previous

experiments. The predator evolves a rather small view angle with a rather long view

range, while the prey evolves a rather wide view angle with a rather short view range

(cf. Figure 52).
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Figure 52: Experiment 9 – Morphological description of predator and prey

Most of the predator individuals seem to evolve a view angle between 108 and 144

degrees. The distribution seems to be rather normalized over the different view angle

intervals (between 0 and 252 degrees) (cf. Figure 53).
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Figure 53: Experiment 9 – Histogram over view angle of predator

When looking at the different tournaments what is interesting is that although the

predator could be expected to become better than predators in previous experiments or

show some new interesting behaviors, it does not. The reason behind this is the

dependency between view angle and speed. In other replications of this experiment, the

evolutionary process found a different balance between view angle and speed, where a

smaller view angle was evolved with high speed. Unlike the distribution in Figure 53

where a large number of predator individuals prefer to evolve a view angle between 108

and 144 degrees, in other replications the distribution was mostly between 0 and 72

degrees, implying small, focused view range and high speed. These results, however,

depend on the behavior that the prey evolves. If the prey is not successful in evolving its

evasion strategy, perhaps crashing into walls, then the predator could evolve a very

focused view angle with a high speed. On the other hand, if the prey evolves a

successful evasion strategy, moving fast in the environment, then the predator needs a

larger view angle in order to be able to follow the prey.

In Figure 54 a number of trajectories are presented. The first two trajectories are

taken from replication 1, which is described in this section. The third trajectory is taken

from replication 2. Although the results considering fitness during Master Tournament

and the morphological description evolved were similar, the strategies evolved were

different. The first trajectory snapshot is taken from generation 43. This trajectory

shows a predator with a view angle of 57 degrees and a view range of 444 mm chasing a

prey with a view angle of 136 degrees and a view range of 226 mm. This snapshot is

taken after 386 time steps. The prey starts by spinning in place until it notices the
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predator in its field of vision. Then it starts moving fast in the environment in an

elliptical trajectory.

Figure 54: Experiment 9 – Trajectories on the left and center are from replication 1, generation

43 (predator: 57°, 444 mm; prey: 136°, 226 mm) and 157 (predator: 111°, 437 mm; prey: 86°,

251 mm), after 386 and 458 time steps respectively. The trajectory on the right is from

replication 2, generation 234 (predator: 51°, 337 mm; prey: 78°, 324 mm) after 373 time steps.

The reason why the prey (cf. Figure 54, left part) moves in this way, instead of

following the walls as it has done in some of the previous experiments, is that the

predator can achieve higher speed compared to previous experiments. The predator also

moves fast in the environment chasing the prey. The predator often comes close to

catching the prey in the corners as the prey can only sense the walls with its infrared

sensors while the predator needs only to follow the prey in its field of vision in a

circular trajectory. However, after a few generations the predator looses the ability to

follow the prey and never really recovers in later generations. An example of this is the

snapshot of a trajectory taken in generation 157 after 458 time steps. There the predator

has a 111 degree view angle and a 437 mm view range while the prey has an 86 degree

view angle and a 251 mm view range. As previously, the prey starts by spinning until it

notices the predator in the field of vision. Then it starts moving around in the

environment. The predator that should be able to follow the prey is not able to

demonstrate any good abilities in capturing the prey. Instead, it spins around in the

center of the environment, trying to locate the prey.

Another interesting observation is that the prey mainly demonstrates the behavior

described above, i.e. staying in the same place, spinning, until it sees the predator, and

then starts its ‘moving around’ strategy. In replication 2, the prey on the other hand

stays in the same place spinning around, waiting for the predator to approach. When the

predator is within the field of vision of the prey, the prey starts avoiding the predator but
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always keeps the predator within the field of vision. This results in a reverse circular

movement that can be seen in the trajectory snapshot in the left part of Figure 54.

9.4 Experiment 10 – Implementing constraints for predator and prey

This experiment extends previous experiments by implementing a dependency between

the view angle and the speed of the prey. As in previous experiments, the predator is

implemented with this dependency and both species have the same maximum speed.

View angle and view range of both species are then evolved. The result of this

experiment is that the predator becomes the dominant species. Although the prey has

certain advantages over the predator considering the starting distance between them, and

that the fitness function is based on time-to-contact, the predator still has higher fitness

on average (cf. Figure 55). A Master Tournament also confirms that the predator is the

dominant species (cf. Figure 56). The Master Tournament also illustrates that

evolutionary progress only occurs during the first generations and then the species come

to a balance where minor changes in the strategy result in a valley in the fitness

landscape.
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Figure 55: Experiment 10 – Average and maximum fitness
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Best Predator
1. FIT : 218, GEN: 132
2. FIT: 217, GEN: 70
3. FIT: 215, GEN: 174
4. FIT: 214, GEN: 135
5. FIT: 212, GEN: 115

Entertaining robots
1. FIT .DIFF: 0, GEN: 29
2. FIT .DIFF: 3, GEN: 100
3. FIT .DIFF: 4, GEN: 3
4. FIT .DIFF: 4, GEN: 148
5. FIT .DIFF: 5, GEN: 22

Best Prey
1. FIT : 175, GEN: 25
2. FIT: 161, GEN: 23
3. FIT: 155, GEN: 19
4. FIT: 154, GEN: 29
5. FIT: 153, GEN: 22

Optimized robots
1. PR: 191, PY: 155, GEN: 19
2. PR: 201, PY: 144, GEN: 180
3. PR: 202, PY: 141, GEN: 181
4. PR: 205, PY: 132, GEN: 176
5. PR: 185, PY: 151, GEN: 20

Average fitness for prey
Average fitness for predator

Figure 56: Experiment 10 – Master Tournament

The CIAO data in Figure 57 also shows that the predator is the dominating species.

Some indication of the Scottish tartan pattern can be found. Stripes on the vertical axis

in the graph for the prey indicate a good predator where the stripe is black respectively a

bad predator where the stripe is white. This is more noticeable for the predator than for

the prey, i.e. either the predator is overall good or overall bad while the prey is more

balanced.

Figure 57: Experiment 10 – CIAO data

An interesting aspect is the evolution of the morphology (cf. Figure 58). The predator,

as in previous experiments, evolves a rather small view angle with a rather long range.

The prey also evolves a rather small view angle, in fact a smaller view angle than the

predator, and a relative small view range with a high standard deviation. When looking
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at the relation between view angle and view range in the morphological space then

certain clustering occurs (cf. Figure 59). The predator, as previously described in earlier

experiments forms a cluster in the upper left corner of the area where the view angle is

rather focused while the view range is rather long. The interesting part is that the prey

also forms clusters with an even smaller view angle. The clustering of the range varies

from small range to very long range, indicating that the range is not so important.
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Figure 58: Experiment 10 – Morphological description
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Figure 59: Experiment 10 – Morphological space.

The evolution of the view angle is further demonstrated in Figure 60. While the predator

seems to prefer to evolve a view angle between 36 and 72 degrees, the prey prefers to

evolve a view angle between 0 and 36 degrees. This indicates that, in this case, the prey

prefers speed over vision. The reason behind this lies in the morphology of the robots.
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The robots have eight infrared sensors, where two of them are on the rear side of the

robots and six of them on the front side. The camera on the robots is then placed in a

frontal direction, i.e. in the same direction as the six infrared sensors. The robots then

mainly use the front infrared sensors for obstacle avoidance. Therefore when the prey

evolves a strategy to move fast in the environment because the predator follows it (when

the predator has the same speed interval as the prey it usually evolves a chasing

strategy), then it has more use of moving fast than being able to see. Therefore, it

ignores the camera and evolves the ability to move fast and rely on its infrared sensors.
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Figure 60: Experiment 10 – Histogram over view angle of predator and prey

A number of trajectories in Figure 61 display the basic behavior observed during the

tournaments. In the left part of Figure 61 is a trajectory snapshot taken in generation 23

after 377 time steps. The predator has evolved a 99 degree view angle and a 261 mm

view range, while the prey has evolved a 35 degree view angle and a 484 mm view

range. The prey tries to avoid the predator by moving fast in the environment following

the walls. The predator tries to chase the prey but the prey is faster than the predator so

no capture occurs. In this tournament, the predator also has the strategy of waiting for

the prey until it appears in its view field, and then attack (which in this case fails).

Although this strategy was successful in a number of tournaments, this strategy was

rarely seen in the overall evolutionary process.
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Figure 61: Experiment 10 – Trajectories from generations 23 (predator: 99°, 261 mm; prey:

35°, 484 mm), 134 (predator: 34°, 432 mm; prey: 11°, 331 mm) and 166 (predator: 80°, 412

mm; prey: 79°, 190 mm), after 377, 54 and 64 time steps respectively.

In the middle snapshot (cf. Figure 61), taken from generation 134, the predator has

evolved a view angle of 34 degrees, which implies maximum speed. The prey has a

similar strategy, evolving a view angle of 11 degrees, which implies maximum speed.

As soon as the predator localizes the prey, it moves straight ahead trying to capture it.

The snapshot on the right demonstrates that for a few generations (snapshot taken in

generation 166) the prey tried to change strategy by starting to spin in the same place

and as soon as it had seen the predator in its field of vision it started moving around.

This strategy has also been discovered in previous experiments. The prey has a view

angle of 80 degrees and a view range of 190 mm. This, however, implies constraints on

the speed and therefore the prey is soon captured by the predator. The strategy was only

visible for a few generations.

9.5 Summary

The experiments documented in this chapter involved evolving camera angle and range

of both predator and prey. Different constraints were added into the behaviors of both

robots, and maximum speed of the robots were manipulated.

In experiment 7, view angle and view range was evolved for the cameras of both

robots. Evolutionary progress was noticed in both species, although it seemed to be

slower for the predator in later generations. In this experiment, the prey was the

dominant species. The predator evolved two overall strategies. The first strategy

involved intercepting the prey. For that, the predator evolved a wide view angle with a

long view range. This strategy was a successful strategy and resulted in entertaining

tournaments. The second strategy involved chasing the prey using a small view angle
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with a long view range. This strategy was not as successful as the other. In order to cope

with the strategies of the predator, the prey evolved a single overall strategy. The prey

usually stayed in the same place, spinning, until the predator was within its field of

vision. Then it changed to moving fast in the environment. For this strategy, the prey

evolved a wide view angle with a relative short view range.

In experiment 8, the predator’s behavior was constrained by a dependency between

the view angle and speed. Similar to results from previous experiments where

constraints have been implemented, the predator evolved a small view angle with a long

view range, while the prey evolved a wide view angle with a shorter range. The

behaviors that were evolved by both robots did not reveal anything new and therefore

this experiment was only briefly described.

In experiment 9, the maximum speed of both robots was set to the same value. The

predator was still implemented with constraints. The predator evolved a rather small

view angle (111° average) with a rather long view range (344 mm average). The prey

evolved a wider view angle (200° average) with a shorter range (247 mm average).

What was interesting in this experiment were differences noted between replications. In

the replication described, the predator was not the dominating species, while in other

replications it was. The reason lies in the dependency between view angle and speed

implemented, and in the evasion strategy of the prey. If the prey, in the initial

generations, was able to evolve a strategy that involved moving fast in the environment

without crashing into walls, then the predator had to evolve a wider view angle in order

to be able to follow the prey. This in turn implied constraints from the view angle on the

speed, so the predator was not so fast. However, if the prey was not successful in

evolving its strategy in the initial generations, the predator could evolve a rather focused

vision, giving room for high speed. Depending on what species was able to get a good

start in the initial generations, decided what species became the dominant one.

Experiment 10, then extended experiment 9 by implementing constraints into the

behavior of the prey. This resulted in that the predator became the dominant species.

The predator evolved a small view angle (88° average) with long view range (392 mm

average). This configuration gives only minimal constraints on the speed. The prey, on

the other hand, evolved even smaller view angle (55° average) with a shorter view range

(279 mm average). This is similar to the results of experiment 6 where the prey prefers
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speed over vision, i.e. the prey prefers being ‘half-blind’, relying on its infrared sensors

and being able to achieve high speed.

The overall results from these experiments indicate that the prey prefers a camera

with a wide view angle and a short view range. The latter can be considered as the

results of coping with the lack of depth perception, i.e. not being able to know how far

away the predator is. In the presence of constraints, the prey makes a trade-off between

speed and vision where speed is preferred. In the presence of constraints, the predator

evolved a camera with small view angle, but unlike the prey it did not make the same

trade-off between speed and vision, i.e. although speed was needed to chase the prey,

vision was also needed for that task. Therefore, the predator evolved a balance between

view angle and speed. If the predator was not implemented with constraints, then the

view angle evolved was wider. However, in relation to the view angle that the prey

evolved, it was smaller. The results of these experiments therefore indicate that

predators prefer a focused, long vision in relation to prey that prefer wide view angle

with short view range.
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10 Experimental results V

In previous experiments, the focus has been on evolving the view angle and view range

of the camera on one or both robots. In some cases, the speed has been constrained by

the view angle. However, in some of the previous experiments either species does not

use the camera fully, in most cases this applies to the prey when avoiding the predator

while moving fast in the environment. The experiments described here are intended to

investigate the influence of allowing the evolutionary process to evolve the direction of

the camera on the robots.

10.1 Experiment 11 – Evolving camera direction

Evolving the direction of the camera can be considered as an alternative approach to the

experiments performed by Cliff and Miller (1996). They evolved the positions of the

eye sensors on the robot. Evolving the direction of the camera is more realistic as it can

be considered a possibility to perform this experiment in reality with a Khepera robot

using a wide-angle camera, where the inputs of the camera are constrained to a certain

specific area of the field of vision.

In order to investigate the impact of evolving the direction of the camera on the

robot, all previously performed experiments were run again. This time whenever a robot

had a camera in the original experiment, the direction of the camera was evolved in

addition. This was also done for the first two experiments, which were replications of

the experiments performed by Floreano and Nolfi (1997a) and Nolfi and Floreano

(1998).

The results presented here focus on the camera direction evolved on the robots in

different experiments and in different replications. In summary, the robots overall

performance degraded. In some experiments, one of the robots improved its fitness, but

then again at the expense of the other robot. Usually the predator increased its

performance as the prey had more difficulties in finding the right balance between view

angle, view range, and camera direction while avoiding the predator.

Figure 62 demonstrates how the direction of the camera was evolved on the robots

in all cases. A standard Khepera robot does not have a vision module. When the vision

module is added, then the direction of the vision module is in a forward direction, i.e. in

the same direction as the six infrared sensors. This creates a certain unbalance in the
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robot’s sensor morphology, as there are only two infrared sensors on the rear side. Still

if a human being is considered then most of the “sensors” on a human being are on the

sides (e.g. hearing) or in a frontal direction (e.g. vision and smell), but this in turn might

be the result of humans being the predators and not the prey (today at least).

Figure 62: Evolving camera direction. Two robots with a vision module, view angle is 36°.

Arrow shows defined forward direction of robots. The robot on the left has a camera direction

of 0° while the robot on the right has evolved a camera direction of 43°, i.e. view angle is

calculated in a counter-clockwise direction.

The results of evolving the camera direction were interesting. Despite the variety of the

experiments, i.e. different aspects being tested such as evolution of angle, range and

introduction of constraints, the average camera direction evolved towards a direction of

175° with a standard deviation of 64° for the predator, and towards a direction of 178°

with a standard deviation of 101° for the prey. From this, it can be concluded that both

robots preferred to have the camera facing backwards, i.e. in the same direction as the

two infrared sensors in the rear (cf. Figure 12). Although the standard deviation of the

prey camera is rather high, it is still possible to conclude that in most cases the prey

prefers to have at least parts of the camera facing backwards. The results of the average

direction evolved during different experiments and different replications are shown in

Table 3.



10 Experimental results V

92

Experiment Species Replication 1 Replication 2 Replication 3 Average

Predator 175° (110°) 160° (30°) 201° (32°) 179° (57°)1

Prey (No Camera)

Predator 175° (67°) 162° (34°) 191° (33°) 176° (45°)2

Prey 158° (113°) 161° (104°) 139° (68°) 153° (95°)

Predator 178° (46°) 216° (149°) 117° (72°) 170° (89°)3

Prey (No Camera)

Predator 165° (49°) 200° (60°) 142° (63°) 169° (57°)4

Prey (No Camera)

Predator 195° (43°) 196° (27°) 163° (38°) 185° (36°)5

Prey 173° (119°) 162° (104°) 157° (103°) 164° (109°)

Predator 162° (28°) 174° (35°) 189° (17°) 175° (27°)6

Prey 227° (112°) 224° (96°) 127° (123°) 193° (110°)

Predator 216° (92°) 128° (126°) 196° (55°) 180° (91°)7

Prey 142° (81°) 169° (79°) 198° (89°) 170° (83°)

Predator 171° (114°) 87° (96°) 172° (62°) 143° (91°)8

Prey 194° (93°) 216° (94°) 197° (92°) 202° (93°)

Predator 165° (75°) 249° (96°) 263° (98°) 226° (90°)9

Prey 203° (87°) 144° (108°) 190° (135°) 179° (110°)

Predator 134° (51°) 170° (43°) 133° (75°) 146° (56°)10

Prey 180° (103°) 198° (117°) 179° (107°) 186° (109°)

175° (64°)

178° (101°)

Table 3: Experiment 11: Camera direction (average over each replication, standard deviation

is given within parenthesis)

A typical scenario observed, when both robots were equipped with cameras is shown in

Figure 63. The prey, as stated earlier, prefers to have the camera facing backwards. The

main reason for this can be that the camera is not able to sense the walls and is therefore

not useful for obstacle avoidance. In addition, as the predator usually approaches the

prey from behind, there is more use of the camera facing backwards. The prey still

moves in a forward direction using the six infrared sensors for obstacle avoidance. For

similar reasons the predator chooses to have the camera facing backwards and to move

in that direction. The reason behind this is to simplify the obstacle avoidance task. That

is, the predator must avoid walls while chasing the prey. While doing so in most cases it

rarely encounters walls, but when it catches the prey then the infrared sensors light up.
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The predator therefore adjusts its morphology to make it easier to learn to capture the

prey but still avoiding walls. Although it is easier for the predator to learn to capture the

prey, it is still left with the problem that occasionally arises, i.e. the problem of crashing

into walls. In addition, another aspect occurred in some of the experiments when the

prey was not equipped with a camera. The prey started to chase the predator, and the

predator avoided the prey. This was because of the prey moving in the same direction as

the predator, behind it. And as the predator has so many infrared sensors in the “back”,

it believes that it is avoiding a wall and therefore moves away from the object that in

fact it should be chasing.

Figure 63: Smaller arrows indicate defined forward direction of robots. Larger arrows indicate

moving direction of robots. The predator (left robot) has the camera facing backwards moving

in a backwards direction, chasing the prey. The prey has the camera facing backwards moving

in a forward direction, avoiding the predator.

10.2 Experiment 12 – Evolving morphology with no constraints

This final experiment was intended to investigate the impact of not implementing any

explicit constraints, i.e. the camera morphology (including camera direction) of both

robots will be evolved but the speed will not be constrained by the view angle.

The fitness landscape in Figure 64 indicates that the two populations are tightly

coupled. After around 50 generations, the fitness curves of the two populations

converge and for the rest of the evolutionary process the two populations are tightly

connected. The maximum fitness indicates although that the predator is the dominant

species.
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Figure 64: Experiment 12 – Average and maximum fitness

The Master Tournament also indicates that the predator is the dominant species (cf.

Figure 65). The predator seems to evolve faster than the prey for the first generations

and then come to a balance while the prey seems to continue to improve it strategies.

This can also be seen by the fact that three of the best five prey robots can be found

after generation 200 (cf. Figure 65).
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Best Predator
1. FIT : 217, GEN: 76
2. FIT: 215, GEN: 63
3. FIT: 214, GEN: 77
4. FIT: 214, GEN: 222
5. FIT: 210, GEN: 196

Entertaining robots
1. FIT .DIFF: 2, GEN: 210
2. FIT .DIFF: 3, GEN: 25
3. FIT .DIFF: 8, GEN: 39
4. FIT .DIFF: 8, GEN: 6
5. FIT .DIFF: 12, GEN: 215

Best Prey
1. FIT : 146, GEN: 209
2. FIT: 137, GEN: 213
3. FIT: 133, GEN: 40
4. FIT: 132, GEN: 39
5. FIT: 123, GEN: 230

Optimized robots
1. PR: 201, PY: 146, GEN: 209
2. PR: 209, PY: 111, GEN: 216
3. PR: 217, PY: 96, GEN: 76
4. PR: 214, PY: 94, GEN: 77
5. PR: 215, PY: 93, GEN: 63

Average fitness for prey
Average fitness for predator

Figure 65: Experiment 12 – Master Tournament

The CIAO data also demonstrate that the predator is the dominant species (cf. Figure

66. Stripes in the CIAO data for both the predator and the prey, on both vertical and

horizontal axes indicate that there is a certain number of individuals that have very good

strategies respectively very bad strategies. This can also be seen from the results of the

Master Tournament where sudden drops in the fitness indicate the existence of
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individuals that are not so capable of surviving a Master Tournament. This indication is

more noticeable in the fitness of the predator than the prey. The prey seems to evolve

better and better strategies to escape the predator. The predator, on the other hand, is

more dependent on the prey. It uses its current strategy until the prey has improved its

own. This results in a drop in performance for a few generations while the predator is

adjusting. This is a typical scenario where one of the species is the dominant one.

Figure 66: Experiment 12 – CIAO data

The morphological description, presented in Figure 67, indicates that the predator

prefers a rather wide view angle and a long view range. This is slightly different from

the results of previous experiments where the predator usually preferred a smaller view

angle with a longer view range. The prey still has preference similar to previous

experiments, i.e., a short view range with a wider view angle.
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Figure 67: Experiment 12 – Morphological description
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The clustering in the morphological space for the predator is interesting in this case (cf.

Figure 68). The predator forms a cluster in two different areas of the view range. The

view angle is distributed in these areas on the horizontal axis. The prey, as in so many

other experiments, has a rather wide spread distribution of the individuals in the

morphological space. Still there is certain tendency to form clusters in the lower right

corner of the area, i.e. a wide view angle with a short view range.
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Figure 68: Experiment 12 – Morphological space

The evolution of the camera direction is rather stable for the predator with an average of

271 degrees and a rather low standard deviation (cf. Figure 69). This indicates that the

predator prefers to have the camera pointing backwards, and then more on the right side.

The prey on the other hand shows more fluctuations throughout the generations. The

average camera direction was 168 degrees but the standard deviation was rather high,

around 118 degrees. This shows that the prey prefers to have the camera on the rear side

but whether it is pointing backward towards the right or backward towards the left

varies between generations.
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Figure 69: Experiment 12 – Camera direction

Although the results of the Master Tournament (cf. Figure 65) indicate that the predator

is the dominant species, it is not possible to consider that its strategies are very strong.

The basic strategy of the predator is to chase the prey. In certain generations, the

predator is even having difficulties with this simple behavior. The prey is also having

difficulties with evolving basic obstacle avoidance behavior. As indicated in previous

experiments then it seems to be that if the predator starts being the dominant species,

then both species will show rather poor behavior.

In Figure 70, trajectories from different generations are presented. The trajectory on

the left is taken in generation 76. This trajectory demonstrates the basic behavior of the

predators. The predator has evolved a camera with a view angle of 97 degrees and a

view range of 467 mm. The camera is pointed in a 222 degrees direction, i.e. pointing

backwards on the right side. The predator then moves backwards while chasing the

prey. The reason why the camera direction is evolved as it is on the predator depends on

which of the five simulated photoreceptors the neural network uses to follow the prey.

That is, when the camera is pointing in a 222 degrees direction the right outermost

photoreceptor is the one that is usually active, and therefore the predator moves straight

backwards although the camera is pointing sideways. In cases where the middle

photoreceptor is used, the camera direction is usually evolved towards 180 degree

direction. This demonstrates the delicate balance between the control system and the

sensory system that is being co-evolved.
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Figure 70: Experiment 12 - Trajectories from generations 76 (predator: 97°, 467 mm, 222°;

prey: 267°, 179 mm, 204°), 92 (predator: 110°, 461 mm, 208°; prey: 117°, 297 mm, 51°) and 202

(predator: 32°, 432 mm, 196°; prey: 324°, 384 mm, 262°), after 13, 248 and 202 time steps

respectively.

The trajectory in the middle of Figure 70 is taken from generation 92. This demonstrates

that the prey tries to move in a circular trajectory around the predator. The predator has

lost his abilities to catch the prey and the prey therefore survives. This strategy is

however not often seen in this experiment.

The trajectory in the right part of Figure 70, from generation 202, demonstrates the

typical behavior of the prey, i.e. if it succeeds in avoiding walls and the predator does

not capture it. This behavior implies moving fast in the environment. Also in this

tournament, it can be noted that the predator has lost its strategy.

In conclusion, the results from this experiment indicate that if the dominant species

is dominant for too long then it looses its strategy and does not recover until after a few

generations. By doing so the delicate balance between the two species is kept, i.e. the

survival of both species is dependent on each other.

10.3 Summary

The experiments performed in this chapter investigated two aspects. Experiment 11

investigated evolving the camera direction, by replicating all previously performed

experiments. That is, robots that had cameras in the previous experiments now had the

ability to evolve the direction of the camera in addition to evolving view angle and view

range. Experiment 12 then investigated the influence of removing explicit constraints,

i.e. both robots would be able to evolve camera angle, range and direction without

dependency between angle and speed, and both robots would have the same maximum

speed.
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The results from experiment 11 indicated that both robots preferred to have their

cameras facing backwards, i.e. in the same direction as the two rear infrared sensors (cf.

Figure 12). The prey benefited from having the camera facing in a backwards direction

while moving in a forward direction avoiding the predator and crashing into walls. The

predator benefited also from having the camera facing backwards, but unlike the prey, it

also moved in a backwards direction. By doing so, the predator simplified

discriminating between walls, that it should avoid, and prey, that it should capture.

The results from experiment 12 indicate that when no constraints are implemented,

then it is the predator that becomes the dominating species. Both species prefer a wide

view angle with long view range, and having the camera facing backwards. It was also

observed that under these circumstances, i.e. having the same maximum speed and

being situated in a closed environment, the predator had a competitive advantage over

the prey. The predator did not evolve good pursuit strategies, because the high speed

allowed it to capture the prey relatively quickly, and in a simple way. This in turn

affected the evolution of the predator. The best predator individuals evolved, often

demonstrated degraded behavior throughout generations, because it was too simple to

catch the opponent (i.e. the prey). The behavior of the predators did not improve until

the behavior of the prey improved.

What these results demonstrate is that it is possible to include in the evolutionary

process the camera direction. Both species were able to find a certain balance between

camera angle, range and direction. In addition, when no constraints and dependencies

were included in the evolutionary process, the predator became the dominating species.

This demonstrated that if no constraints are included then both species prefer cameras

with wide view angle and long view ranges, facing backwards.
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11 Summary and conclusions

This chapter summarizes and concludes this dissertation. In Section 11.1 a summary of

the results is presented. Section 11.2 presents a discussion around the limitations of the

experiments presented in this dissertation. Section 11.3 points out contributions of this

work, and Section 11.4 presents suggestions for future work.

11.1 Summary of results

By ‘co-evolving’ the weights of the neural network (i.e. the control system) and certain

aspects of the vision module (i.e. the camera) on the robots, the evolutionary process

was able to evolve suitable adaptive behaviors for two competing robots. Although both

robots had the same basic hardware structure, different configurations evolved,

depending on the robots’ task. The so-called predator robot (i.e. the pursuer) evolved a

camera with a relative focused view angle and a long view range. The prey, on the other

hand, evolved a relative wide view angle and a short view range. This is similar to

predators and prey in nature, such as cheetahs and gazelles (cf. Section 2.2.1). However,

this configuration of the evolved cameras depended on the different constraints

implemented.

Implementing constraints into the behaviors of the robots strongly influenced the

evolutionary process. The prey, for example, preferred speed over vision in experiments

where the view angle constrained the maximum speed of the prey robot. However, for

predator-prey experiments a certain amount of constraints and dependencies are

required in order to achieve a balance between the two competing populations. In

experiments where constraints were eliminated by, for example, having the same

maximum speed in both robots, the predator became the dominating species. However,

when the predator is the dominating species, less interesting pursuit and evasion

strategies emerged. In principle, it was too simple for the predator to capture the prey. If

this is compared to nature then predators and prey live in balance, which implies that

neither species is the dominating one. Examples of this are cheetahs that have only

around 60% capture rate. By creating a balance between the two competing populations

in artificial competitive co-evolution, the chance of arms races occurring is higher,

resulting in interesting pursuit and evasion strategies.
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The results also indicate that implicitly designed constraints, which are results of

human designer biases can greatly affect the behaviors evolved. A number of

experiments investigated the influence of evolving the direction of the camera. In the

experiments performed by Floreano and Nolfi (1997a), the camera was set facing

forward on the robots, i.e. in the same direction as the six infrared sensors (cf. Figure

12). By doing so, two implicit constraints were designed. First, the forward direction of

the robot is assumed, and second, the robot is considered to benefit from having the

camera facing in the same direction. In this dissertation, a number of experiments were

performed where the direction of the camera was included in the genotype. The results

indicate two things. First, both robots prefer to have the camera facing in a ‘backwards’

direction (cf. Figure 63), i.e. in the same direction as the two infrared sensors in the rear

(cf. Figure 12). Second, the predator started to move in a backward direction while the

prey moved in a forward direction.

11.2 Limitations

It has been suggested that the use of artificial evolution is one of the most promising

paths for overcoming human designer bias in the robot design process (Meeden, 1998).

A number of researchers have proposed that an evolutionary approach to robot design

will eventually get ahead of human design (e.g. Cliff & Miller, 1993; Pollack et al.,

2001). Moreover, with the advancements in both artificial evolution, and computational

power, these propositions are becoming more and more real every day.

One of the problems, however, with artificial evolution is transferring experiments

from simulation to reality. Although researchers such as Floreano and Nolfi (1997b)

were successful in transferring their experiments to reality, they were still bound to have

a fixed robot morphology. Cliff and Miller (1996) evolved parts of the robot

morphology but only in simulations. Pollack et al. (2001) present an overview of three

generations of automatically designed robots. Their attempts include evolving

completely new robot morphologies in simulation and then transferring them to reality

using, for example, rapid prototyping techniques. However, there are serious limitations

to the work presented in Pollack et al. (2001) as these ‘machines’ do not have any

sensors, and thus are only interacting with their environments in a very limited way.

When beginning the work of this dissertation, the idea was to be able to transfer the

experiments later to reality. Preparing for this, a more technical perspective was chosen
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instead of a biological perspective where, for example, the vision of the robot was

defined as a ‘camera’ and not as an ‘eye’ (cf. Cliff and Miller, 1996), and the evolution

of the camera morphology focused on simple aspects such as angle and range. However,

there are certain problems that would need to be overcome before being able to transfer

the experiments to reality. It could be possible to adjust the camera of the robot to have

a certain view angle but the view range is problematic concerning depth perception (e.g.

changing the view range from 400 mm to 200 mm). The latter is important as the robots

evolved differently concerning the view range, e.g. in some cases the predator evolved a

long view range while the prey evolved a short view range.

In addition, if both robots are equipped with cameras, it can be problematic for the

robots to see each other. That is, usually one robot has a camera while the other has a

rod on top of it. This rod makes it easier to map the camera’s sensory input to the

appropriate input neuron, i.e. it gives the robot more accurate vision. If both robots are

instead equipped with cameras, then they are not able to be equipped with rods

(assuming standard Khepera robots). This results in that the camera receives as a

sensory input the outlines of the opponent’s upper structure, including the camera. This

could result in that the camera mechanism, described in Section 2.3.1, would not work

properly.

11.3 Contributions

Using a modified version of the YAKS simulator (Carlsson, 2001) a number of

competitive co-evolutionary experiments were performed where a predator-prey

scenario was used. The results of these experiments were that by using competitive co-

evolution the evolutionary process incrementally built a suitable morphology for the

predator and for the prey respectively, i.e. it found a suitable configuration/combination

of the vision module.

By doing so this dissertation has extended the work of Floreano and Nolfi (1997a),

Nolfi and Floreano (1998), Lund et al. (1997), and Cliff and Miller (1996). Compared to

Floreano and Nolfi (1997a), and Nolfi and Floreano (1998), constraints were integrated

and/or eliminated into the co-evolutionary process, giving both species an equal chance

of evolving. A part of the robot morphology was also evolved in contrast to their work

that only evolved the control system of the robots. In relation to Lund et al. (1997), the

competitive co-evolutionary aspect was added giving increased complexity to the
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experiment. Compared to Cliff and Miller (1996), although certain aspects were

simplified (e.g., the architecture of the control system was not evolved), the robots were

able to evolve successful pursuit and evasion strategies, and to evolve a successful

configuration of the vision module.

The short term benefit of this dissertation is a demonstration of the impact of

allowing the evolutionary process to adjust and make trade-offs in the robot morphology

in artificial-life simulations.

A more long-term benefit would be to consider this dissertation as a step towards

removing the human designer out of the loop, by suggesting a mixture of competitive

co-evolution and ‘co-evolution’ of brain and body. This dissertation only reflects on

certain parts of evolving robot morphology and the integration of trade-offs there, but

future work would be to extend this work to cover co-evolution of brain and body plus

competitive co-evolution. This is in line with the future expectations of Pollack et al.

(2001) where it is considered that our understanding of the dynamics of co-evolutionary

learning in the self-organization of complex systems will increase. It is appropriate to

end this discussion with a citation from Pollack et al. (2001) discussing the future of

artificial life:

Perhaps the small demonstrations of automatic design, with continued

development, and increase in computer speed and simulation fidelity,

coupled to increase in basic theory of coevolutionary dynamics, will lead,

over time, to the point where fully automatic design is taken for granted,

much as computer aided design is taken for granted in manufacturing

industries today (Pollack et al., 2001).

11.4 Future work

There are a number of aspects that can be considered of interest for future work. One

aspect is to consider the work performed by Balakrishnan and Honavar (1996). They

used a two-parts genetic representation, one that encoded the range and placement of the

sensors and another that encoded the input connectivity’s of the units of the neural

network, when evolving a robot. They showed that a ”bulldozer” robot with evolved

control system, sensor positions and also the ability to switch off sensors, received

higher fitness than a robot with a static control system, sensor positions and active

sensors. The next step could be to allow the evolutionary process to switch off infrared
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sensors, i.e. perhaps the predator chooses only to have infrared sensors on one side of

the body.

Another aspect could be to evolve the neural network architecture as Angeline et al.

(1994), Yao (1999), and Stanley and Miikkulainen (2002) have been investigating.

They, however, differ in their choice in representing the neural network (similar to the

genotype-to-phenotype mapping problem). Different researchers (such as Lee et al.,

(1996), Lund et al., (1997), and Mautner and Belew, (1999)) have taken different

approaches for representing the control system, for example using Boolean trees or

grammars (graph theory). Pollack et al. (2001) motivate the choice of grammatical

encoding instead of direct encoding by explaining that the more complex the problem

becomes, the larger the search space of potential solutions will become. Thus instead of

directly evolving the structure, a set of rules is evolved that in turn generates the

structure. Pollack et al. (2001) therefore use L-systems as the genotype evolved by the

evolutionary algorithm (cf. Pollack et al., 2001; Hornby & Pollack, 2001).

A third aspect that is considered to be of interest is how the constraints were

implemented in the morphology. In the experiments performed here a simple solution

was used, that does not have any natural motivation (i.e. is not found in nature). This

can be considered as an interesting factor when comparing to nature, i.e. to predator-

prey scenarios in nature. Cliff and Miller (1996) also implemented the robots with

energy sensors, i.e. the energy consumption of both robots was a function of the

accelerated speed, i.e. fast acceleration to maximum speed implied draining out energy

supplies in a matter of seconds. During this project, some preliminary experiments were

performed where instead of having constraints on the speed from the view angle, the

constraints would be implemented in a way relating to the stamina of the robot8.

A preliminary stamina algorithm was tested. The algorithm implied the use of an

additional sensor, an energy sensor. The value of the energy sensor was for each

tournament initialized to the maximum number of time steps a tournament could last,

i.e. 500 time steps. For each step that the robot took, the energy was decreased in

relation to the speed. That is, the speed interval was divided up into 5 intervals. If the

speed of the robot was within the first or the fifth interval then the energy was decreased

by two (first interval is high speed backward and fifth interval is high speed forward). If

8 Stamina can also be considered as strength or power
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the speed was within the second and fourth interval (relative high speed backward

respectively forward) then the energy was decreased by one. If the robot stays within

these intervals then the energy will last the whole tournament. If the robot stays within

the third interval (very low speed) then it will gain half a point in energy. If the robot

finishes all the energy before the tournament is over, it will come to a stop. While it is

stopped, it is recharged because the speed will be within the third interval.

Two variants of this algorithm were then implemented, one where the current speed

was checked and another where the average speed over the last ten steps was taken.

Only some preliminary tests were made using this algorithm until a decision was made

not to use it as it added too many uncertain factors into the experiments, such as a new

sensor. This algorithm also needs to be tested more thoroughly to verify its usability.

Perhaps, for example, it could be more appropriate to use linear mapping between speed

and energy instead of intervals. An alternative approach to introducing stamina into the

experiments is to use an already accepted algorithm. A design of such an algorithm

exists in a simulated robotic football framework called RoboCup (Chen, M., Foroughi,

E., Heintz, F., Huang, Z. X., Kapetanakis, S., Kostiadis, K., Kummeneje, J., Noda, I.,

Obst, O., Riley, P., Steffens, T., Wang, Y. & Yin, X., 2001).

In competitive co-evolution, cycling of strategies often arises. This has been

observed in some cases in this dissertation. It is of interest to investigate this aspect

further, and whether or not it arises when more than two species are being co-evolved.

An example of co-evolving two or more species is a scenario where A chases B, B

chases C, and C in turn chases A. The question is if arms races and evolutionary

progress arises between the competing populations, and if evolved strategies are cyclic

or not.

The fifth aspect that could be interesting to investigate is combining competitive co-

evolution with ideas from cooperative robotics (e.g. Cao, Fukunaga, & Kahng, 1997),

i.e. where teams of robots are being evolved that need to engage in a collective behavior

in order to solve a task. In this dissertation, the scenario of a cheetah chasing a gazelle is

often mentioned. In this scenario, it is always implied that the animals are alone. In

nature this is not always the case. Gazelles usually run in groups and on some occasions

cheetahs hunt in groups. Another scenario, that also involves gazelles, is where lions are

hunting them. Lions usually hunt in groups. What could be interesting is to try to create

a scenario with robots where a group of predators is trying to capture a single prey from
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a group of prey. In this case, it could be possible to let the evolutionary process choose,

for example, how many predators are required to capture a single prey.

Finally, task prioritization (Koza, 1992) can be considered to be of interest. By using

the principles of genetic programming, Koza (1992) investigated task prioritization in a

scenario based on the classical video game Pac Man. Koza (1992) genetically evolved a

Pac Man character that switches between different tasks depending on if it is chasing the

monsters or escaping them. It could be interesting to create a similar scenario as Koza

(1992) did, using Khepera robots that are situated in a maze environment, and evolve

their behaviors using the principles of Evolutionary Robotics. One robot would

represent Pac Man while a number of other robots would represent the monsters. This

can be compared to a simple predator-prey scenario where the ‘monster’ robots chase

the ‘Pac Man’ robot. The complexity of this task, however, is higher than in the

experiments performed in this dissertation. The ‘Pac Man’ robot does not only have a

single task (i.e. it does not only need to avoid the ‘monsters’), but it needs to move

around in the environment, collecting points. In addition, it needs to learn to change

tasks, i.e. going from being the prey to being the predator. The ‘monster’ robots have

the possibility of evolving cooperative behavior, i.e. while one robot intercepts the ‘Pac

Man’ robot; the other robot chases ‘Pac Man’.

As can be seen above, there are a number of interesting aspects suggested for further

investigation, ranging from smaller extensions of the experiments in this dissertation, to

completely new experimental scenarios including cooperative robotics. The area of

Evolutionary Robotics is still a relative young research paradigm and its potentials are

still being explored. The suggestions for future work above, are presented as ideas for

further exploration of this area, especially within competitive co-evolution and partially

within cooperative robotics.
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