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Abstract

Autonomous object localization and identi cation is a challenging task. At
present time, a number of solutions exist to deal with this poblem. Although
many solutions are feasible, they tend to focus on the idea o& “super-robot'
that performs the entire task by itself using a myriad of appoaches for object
identi cation, utilising knowledge from the entire spectrum of image process-

ing.

This thesis presents a novel approach to object localizatio and identi ca-
tion. Using a distributed system within an intelligent environment, we propose
a two-step process combining xed vision, provided by envionment cameras,
and mobile vision, provided by a camera xed on a mobile robot platform. The
rst step is responsible for providing a candidate list with position estimates
for each object in the environment. Using this list, the secod step, employing
the robot and its camera, will then attempt to nd the object at that location.
Our novel, two-step approach not only reduces the time requied by the robot
to locate candidates by providing a complete view of the envbnment, but also
allows for a cost-effective solution as high de nition cameras are not required.
Multiple algorithms from the eld of image processing are combined during
veri cation in order to both speed up the process and to increase certainty of
a positive match being acquired. The system is evaluated arttie solution is to
be used in building towards an entry for RoboCup@Home compeition.
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We learn more by looking for the answer to a question and not
nding it than we do from learning the answer itself.

— Lloyd Alexander
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The greater danger for most of us lies not in setting our aim t@
high and falling short; but in setting our aim too low, and achieving
our mark

— Michelangelo
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Chapter 1
Introduction

Michael awakes at 8 a.m. on a Monday morning at the sound of
his alarm. Shortly after getting dressed he uses his electiic orga-
nizer to see what time his meeting is. To con rm his attendane,
he uses his cellular phone to call his supervisor's secreyawho
marks him down as “will arrive'. He then goes to have breakfas
and a cup of coffee only to discover the cream has gone sour and
he is out of cereal. He frantically searches for his wallet asund
the house to make time to stop off and have a quick breakfast at
the local restaurant.

Over the last 20 years, the trend of introducing technology nto the house-
hold and into our daily lives has really caught on and is unlikely to slow down
or stop. Itis trivial to nd examples of the technology in use today after reading
the paragraph above. Furthermore, programmable furnacesself timed stoves,
automatic sprinklers, and video cameras are commonly seemieveryday house-
holds. It appears as though the development of individual components to make
life “easier” and “simpler” will continue, but perhaps the s cenario is not being
looked at from the proper point of view. Imagine a world in whi ch when your
alarm sounds, the coffee maker turns on. When you go to the groery store
your personal digital assistant tells you what you need to puchase by getting
information from the refrigerator at home. When you cannot nd your wal-
let your personal robot assists you in nding it because it can see the whole
environment using the surveillance cameras you have recdytinstalled around
your house.

Perhaps a more compelling application where such technolggis needed is
in providing assistance to the elderly and/or people with dsabilities. Research
has shown that it is therapeutic for elderly people to live athome as long as pos-
sible. With the baby boomers approaching the age of retiremat, it is essential
to ensure that appropriate care can be provided in all aspestof everyday life.

17



18 CHAPTER 1. INTRODUCTION

A common problem amongst the older generation is that of memaoy loss and
other cognitive impairments. If a person suffers from memoy loss, they may
not remember where they last placed their keys or their walle In such cases an
intelligent and co-operative environment that is able to wak in unison with the
person could be of great assistance. Objects that they may wé found range
from medicine bottles to certain items in the kitchen.

At rst thought, one might think of creating one type of “super-robot' ca-
pable of performing all tasks. Although this is a possible stution, we instead
approach this problem from an “On-Demand Robotics” (OnDeR) point of
view. OnDeR can be seen as a collection of several systemsy fexample web
cameras, motion detectors, and light sources, that on theiown behave inde-
pendently from each other but upon request are able to combia themselves to
solve a not so trivial task.

With the availability and affordability of robots such as th e Pioneer [1]
and the Roomba vacuum cleaner [21] and with the wide use of camras for
surveillance and baby monitoring, the idea of combining these technologies is
not so far fetched. They are affordable, easy to setup and usand require little
maintenance. If, for example, the Pioneer robot was speci ally designed for
vacuuming the oor but has access to the surveillance camegrin the house,
it is now able to nd misplaced objects that the user instructs it to nd. If
the camera happens to break, the robot can still perform its ésignated task
of strictly vacuuming. Keeping this idea in mind, we aim to present a cost-
ef cient, easy to setup, distributed systems approach to rding objects using
environment cameras and a single robot with a laser and a PTZRan-Tilt-
Zoom) camera. Part of the research described in this thesigppears in [7].

1.1 Problem

Working in the scope of attempting to combine various, seemigly unrelated
technologies in such a way as to mimic the behaviour of a “supeobot' specif-
ically designed for one task, this thesis aims to, through cebperation and co-
ordination between a number of hardware devices, achieve Uper-robot' be-
haviour. More speci cally, using environment cameras (ceing mounted web
cameras) and a mobile robot platform containing a laser scaner and a PTZ
camera, we aim to develop a “Lost-And-Found” system within a smart home
environment. In practice this means that it shall be possitd to make the robot
learn a new object and once the training phase is complete, throbot is then
able to nd that object in an environment upon the user's request. It is true that
a robot can perform this task without the use of environment cameras since
it already is equipped with a camera (this of course may reque more time),
but we attempt to decrease the time required for such a task bysing infor-
mation available from other sources in the environment. A dstributed systems



1.2. MOTIVATION 19

approach like the one presented here is also open to furthemdancement mean-
ing that it is possible to integrate other components anywhee into the system
with minimal effort.

1.2 Motivation

The idea of a personal robot assistant in every home has insg@d a great deal
of research into household robotics. Consequently, it was oly a matter of time

before a "'measurement system' was implemented to gauge theality of solu-

tions. The system that appeared came to be known as the Robo@@Home
league, which belongs to a wider competition called RoboCup42]. The main

difference between the two is the fact that RoboCup aims to, By 2050, de-
velop a team of fully autonomous humanoid robots that can win against the
human world champion team in soccer” while RoboCup@Home foaises more
on household robotics. Of cially stated it is,

A new league inside the RoboCup competitions that focuses on
real-world applications and human-machine interaction with
autonomous robots. The aim is to foster the development of usful
robotic applications that can assist humans in everyday lig [43].

With the aim of participating in the RoboCup@Home challengein the next
several years, using it as the guideline allowed us to judgeuo system on a
number of performance benchmarks including time to nd an object, number
of false positives, and others.

The RoboCup@Home challenge has many different aspects anddus areas
including person tracking, fetching and carrying objects,and face recognition
but the one that is of most interest to us is titled “Lost & Foun d.” The patrtici-
pants of this speci c competition are required to provide a g/stem that will nd
a number of objects in an environment without human interference. Each par-
ticipant is given some time to teach their robot the set of ob¢cts after which the
objects are placed randomly in an environment and the robot$ then required
to locate them. There are no speci c rules or regulations on lhe hardware that
can and cannot be used and since we have access to the PEIS @itslly Embed-
ded Intelligent Systems) [47] environment, we decided to iplement our system
under those conditions. It should also be mentioned that oneof our aims was
to use real-life household objects. This will make the testig scenarios realistic
and the system can be tested with everyday objects which we leve adds a
degree of complexity to our problem.
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1.3 Techniques Used

As with any project it is important to determine which method s and techniques
are best to use for any given problem. This scenario was no diérent and we
were presented with a number of various methods that we couldchave used.
As previously mentioned, the brute force approach, as in theobot does ev-
erything on its own with no interaction with anything else, i s possible, albeit
costly and hard to achieve. Another drawback to such an apprach is that it

limits the robot's ability to do anything else. For example, if the robot was

tasked with picking up an object or opening a fridge door (assiming it had

some sort of a gripper capable of doing such tasks) it would bémpossible if all

it was meant to do was nd objects. Consequently it would stand idle in a cor-

ner until its exact purpose was required. To avoid such a sceario we decided
to build our system on the arti cially intelligent, sensor-data providing robots

in the PEIS-Ecology project developed at the center for Apgd Autonomous

Sensor Systems (AASS) at Orebro University, Sweden.

The term robot is used frequently thoughout this thesis, and thus it should
be clari ed. We de ne a robot to be any piece of technology tha can emit data
and that is easily accessible by any other robot in the PEISdblogy. In brief, the
PEIS-Ecology aims to abandon the idea of using one “superdsot' that performs
all tasks and computations but instead uses a number of disiiputed robots on
the network to achieve the same task. More is explained in Chpter 2.2. Using
the new de nition, some examples of robots include a laser sanner since it
provides a distance measurement, a web camera as it provides image, or a
mobile platform because it provides odometry or its personlaser/sonar data.
By using the PEIS environment, we are able to easily estaiicommunication
between different components (technologies) and freely stre information.

Now that a framework has been established, the particulars 6the system
can be introduced. In a general sense the system operatesngsia “top-down”
approach. What this means exactly is that from start to nish, the system goes
through three distinct stages:

1. Detection of objects with environment camera(s) - Fixed ision
2. Navigation towards the object - Navigation

3. Veri cation of the object - Mobile vision

1.4 Contributions

To summarize the aforementioned text, the speci ¢ contribuions of this thesis
are:
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 Fast fuzzy global position estimates - we developed a fastiplementation
of object localization using co-operative perception basé on [26]

» Use of color based vision in conjunction with feature basedrecognition -
we merge two algorithms from different domains of image proessing

« Fusion of information provided by a mobile robot and the environment -
we use a distributed approach to object localization by comlning static
environment technology and a mobile robot platform

» A completely autonomous robot platform that, after being shown an ob-
ject and told to nd it, navigates safely in the environment and nds the
speci c object

» Expansion of the PEIS environment through creation of new FEEIS com-
ponents - we have enriched the PEIS-Ecology via the develogmt of new
components

1.5 Organization of Work

As this is a joint thesis between two students, it is necessgto distinguish be-
tween individual contributions. From the onset of the project, the development
cycle that was envisioned had in it a division of tasks but sikce there would
only be one nal system, close co-operation was expected. ks were not pre-
determined from the start. Instead we chose the most importat problem to

solve at that time and, through consultation with the other member, were able
to solve the problem. Such an approach made it possible to beveare of exactly
what is going on in the project and where it is in the developmat stage.

Alexei Borissov's individual contributions include the application and adap-
tation of object segmentation to different cameras and imag processing (i.e.
background subtraction). Jakob Janecek contributed by preiding object posi-
tion estimation in the global co-ordinate system through the use of fuzzy logic
and with object feature detection.

Since this was a joint project, the pieces that were developethrough co-
operation include the learning module, the search module, ad a “database'
system where object information is stored. We found that corurrent develop-
ment on the same problem allowed us to quickly develop complee, working
components in a shorter period of time.

1.6 Thesis Structure

The thesis is divided into 8 chapters.
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Chapter 2 explains the background to the problem and discusses the crent
stage of research. The related work section discusses whateas pertain to our
research and speci cally which realm our work contributes to. The other sec-
tions in Chapter 2 have to do with the thesis itself and what isimportant to
know in order to understand this document. The section desdbing the PEIS-
Ecology is of particular importance as that is what our systen is founded on.

Chapter 3 aims at explaining the approach to solving the problem and decribes
the various modules that were used, modi ed, and developedThis chapter pro-
vides a general overview of the system, the details of which iV be presented in
Chapters 4 and 5.

Chapter 4 is designed to provide an overview of the parts of computer \gion

we use and/or implement. It also discusses how all of the congnents that we
use ttogether from the learning of the objects via shape andeature signatures
to identifying an object to be a speci c object based on the aquired informa-

tion.

Chapter 5 discusses how we combined the previous chapters to achievhet
nal system. This is the essence of the thesis as it explaine great detail which
steps were taken in what order to achieve a working solution.The section ti-
tled "Global Candidate Identi cation' explains how we identify potential can-
didates to explore and estimate their position in the globalco-ordinate system.
The Navigation section mentions what software we used and ha we used it
to achieve point to point navigation. The last section titled "Local Veri cation’
explains what is required to con rm that in fact the object being looked at cur-
rently by the robot's PTZ camera is or is not the object that was asked for by
the user.

Chapter 6 allows the reader to see exactly what software and hardware arts
were required to build the system. This section is useful totlte reader if they
want to duplicate the system as it goes into detail explainig what components
were used and what software was required.

Chapter 7 veri es our approach with some experimental data.

Chapter 8 summarizes the chapters prior and provides insight into posible
future work.



Chapter 2
Background

2.1 Related Work

As has been mentioned previously, this project was inspiredy the Robo-
Cup@Home league. As such, we explored the techniques usedthre RoboCup
domain, speci cally dealing with object recognition. In the competitions to
date, the methods used consist predominantly of color segnmeation [57]. How-
ever more recently, speci cally in the RoboCup@Home taskstechniques are
leaning more towards using local invariant features for reognition [28] in at-
home environments. Even methods for dynamic object deteatin using a com-
bination of laser and sonar based techniques have been apeti with some suc-
cess [9]. There is an extensive body of literature dealing wh object recogni-
tion which encompasses a multitude of approaches to perforimg this task,
some of which we cover in Section 2.3 What we found most intersting were
the methods which combined two or more techniques from visiam to perform
the task. An example of such an approach is [16], where the altors create
their own region segmentation algorithm “Similarity-Measure Segmentation”
which de nes similar regions, after which they apply AdaBoost [15] as a feature
detector to the result Another example is SEEMORE [3] which & a recogni-
tion model based on 102 viewpoint-invariant nonlinear Ite rs that use contour,
color and texture features of the images. Considering thesapproaches as well
as the information gathered from RoboCup@Home, we decidedd implement
a distributed approach to object recognition. Working with in an intelligent en-
vironment (Section 2.2), we used a combination of color segmantation (Sec-
tion 2.3.2) along with shape and local feature based deteatin (Section 2.3.3)
to localize and recognize objects.

2.2 PEIS-Ecology
Our laboratory, illustrated in Figure 2.1, consists of an apartment that meets

most student's housing requirements. It has a small kitchenfridge, television
set, sofa, small dining table, and a bed within a half walled droom. Around

23



24 CHAPTER 2. BACKGROUND

the apartment there are decorations such as posters and déffent art work. In
the kitchen area there are spices on the shelves and books ohet coffee ta-
ble. At rst glance it may appear that this room is like any other. This is true
except for the fact that it also contains seven web cameras pgroximately 300
RFID tags beneath the oor, and other Physically Embedded Itelligent Systems
(PEIS) [47]. A PEIS can be anything from a toaster to a humandirobot as long
as it is a computerized system that interacts with the enviroment through sen-
sors and/or actuators. A PEIS consists of a collection of sbflare components
each of which control some functionality of each PEIS. A PEISEcology can
then be de ned as a system in which the PEIS and the environmémre seen
as part of the same system, and where all participants in thealogy share
their resources to accomplish a common goal. Thus the power fothe ecology
emerges not from individually powerful PEIS, but instead flom the interaction
and sharing that is achievable in the PEIS-Ecology.

Figure 2.1: PEIS room.

The PEIS-Ecology provides a framework with a number of distinct advan-
tages that allows for easy implementation of a distributed gstem. The rst one
being that it is able to handle communication between highlyheterogeneous de-
vices through a common protocol, which is implemented throwgh open-source
PEIS-Ecology middleware [8]. This middleware enables all PIS components
to communicate with each other through a peer-to-peer netwok. Every com-
ponent consists oftuples, unlimited in quantity, that can be queried by any
other components (or tuples) at any time. A tuple can containany informa-
tion that is relevant to the component. This communication is done through
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the tuplespace visualised bytupleview, implemented through the PEIS-Ecology
middleware. This is particularly useful for us as we are impementing a dis-
tributed approach to locating objects using different hardvare devices includ-
ing two different kinds of web cameras and a laser (see Sectio6.1 for more
information about the hardware we use). The PEIS-Ecology &bws us therefore
to transmit data quickly between any of these devices, whiclis essential in our
work.

The second advantage of using the PEIS-Ecology is the abjlito share the
knowledge of each PEIS. This becomes particularly advantagus in the area
of perceptual anchoring [11], which is the process of conneiing information,
both symbolic and perceptual, about an object in the enviroment. This is use-
ful for us as we use the xed cameras in combination with the mdile robot to,
in effect, “anchor” the objects in the environment by adding the locations of
the objects to the symbolic representation we already have.

The third advantage is self-con guration. This means that he functionalities
available in the various PEIS in the ecology can automaticit be con gured
depending on the current task. Although we do not make use oftis advantage
directly, we contribute to the ecology by providing an additional method of
localization of objects, which can be exploited by any con guration in need of
such functionality.

2.3 Object Recognition

In the quest to mimic human vision and try to represent the diferent ways the
human brain perceives its environment, research has devgled a plethora of
approaches to image segmentation which is an important stefo object recog-
nition. As such, it is beyond the scope of this work to explain every possible
solution and only a small set of approaches compared to how may approaches
actually exist are mentioned in this chapter [51].

Before proceeding any further, it is important to understard what segmen-
tation is. Segmentation is de ned as the process of partitining an image into
disjoint and homogeneous regions where each region is homegeous but is not
the union of any adjacent regions [31] [55] [10]. Although, as we know, humans
are very good at understanding what they see by using a humbesf different
segmentation approaches such as edge detection and colomrpeption, arti cial
vision has not reached that plateau of equality. The goal of ay segmentation
algorithm is of course for perfect results to be achieved. Iis often said however,
that a universal segmentation algorithm does not exist and asuch, many algo-
rithms are modi ed to be used for speci ¢ scenarios in specic cases [31] [55].
This section shall discuss some of the approaches that haveeén developed.
Section 2.3.1 deals with the important eld of color spaces and brie y explains
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their differences. Section 2.3.2 explains different appraches to segmentation
which is important for our task when nding color blobs with t he environment
cameras and Section 2.3.3 deals with the segmentation of faares, which is
crucial for our purpose as it is used to verify if an object is @ is not what the
system thought it was.

2.3.1 Color Models

Many models for representing color exist. These models rang from very sim-
plistic to very complicated and their complexity is usually related to the purpose
of the desired application. The most popular one in use todayand perhaps the
most simple is known as the RGB model that is used to display irages in ev-
erything from television sets to computer monitors. Using he RGB color model
is reasonable since it can produce all colors that are visibland perhaps more
importantly it emulates human vision [41]. In a nutshell, the RGB color space
works by combining three colors, Red, Green, and Blue (RGB)If a red light

were to be projected on to a white wall, the wall would appear red. If an equally
intensive green light was projected on top of the red light, he wall would ap-

pear yellow. Using such combinations with the three colors,it is thus possible
to display all colors in the color spectrum from white to black. A visual repre-

sentation can be seen in Figure 2.2.

Figure 2.2: RGB Color Cube.
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Figure 2.3: HSV Cylinder.

Another popular color model is the hue, saturation, and value model, bet-
ter known as HSV. It can easily be computed from the RGB color nodel by

de ning:
ifB6 G

H = 360- ifB>G
with

1
C os BR- ©)+(R- B)]
[(R- G)2+(R- B)(G- B)'”

3 .
S = 1- m [min(R, G, B)]
vV = max(R,G,B) (2.1)

This is the model we use for blob detection from environment ameras and
thus it should be explained in greater detail. Unlike the RGBmodel cube shown
in Figure 2.2, the HSV model, shown in Figure 2.3, is represeted using a cylin-
der. For the purpose of extracting color blobs from environment cameras which
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may be of a very small size, HSV provides greater exibility when we want to
perform color segmentation as we can easily create “buckétir colors thus
greatly reducing the effect of light on an object. These buckts are created us-
ing the hue component of the model.

The hue is de ned as the angular measure around the cylindehis angu-
lar measure spans 360 and each primary color of red, green, and blue found
in the RGB space can be mapped to the HSV color wheel at Q 120 , and
240 respectively. Between those angles other colors may be fodrfollowing
the same color spectrum as created in the RGB space. Satuiatiis de ned as
the intensity of a color. So a not very saturated red color pixel may appear to
be gray while a very saturated red color pixel will appear vey red. The value
component of the HSV model refers to the brightness level of @iven color.

An analogous representation of the HSV model is the hue, satation, in-
tensity (HSI) model. The primary difference is that intensty, instead of being
de ned as (2.1) is instead de ned as:

R+ G+B
3

As pointed out in [31], the aforementioned color spaces are ot perceptu-
ally uniform meaning that the difference that is perceived ly a human does not
equal the distance between the colors in the space. This hasén addressed
by the CIE (Commission Internationale de L'Eclairage) withthe creation of the
CIE L*u*v* and the CIE L*a*b* color spaces. The triplet in the latter color
space refers to lightness of the color (L*) while componentsa* and b* repre-
sent the chromatic information [2]. Many other color spaces exist and since
this is not the primary focus of our research, explaining allof them would be
outside the scope of our thesis. The aforementioned color gtes are provided
to give the reader an insight into the vast eld that is color representation. In
the remainder of this thesis we employ the HSV color model.

2.3.2 Color Segmentation

With the emergence of cheaper computing power, the trend dfied away from

working on black and white images, which was convenient and ost-ef cient

at the time, to working on color images. Inherently, some of he techniques
that were used for black and white image segmentation were pted over to

color segmentation and can still be found in use today [55]. Acording to [49],

regions, i.e., components that are segmented from an imagean be obtained
from an image through four classes of methods:

* Pixel based
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* Area based
« Contour based
 Physics based

Explained in detail, the pixel based methods can use histogm based tech-
niques, clustering techniques, or fuzzy clustering techgues. The histogram
based techniques [19] are rather simple to use and understdn Objects are
found using the peaks of frequency in the histogram. Threshlling can be done
on either the whole 3D histogram (three colors) or on each cabr channel inde-
pendently. Clustering is another method of segmenting usig color information.
A number of techniques exist but one of the more widely used alstering tech-
niques is k-means [23]. k-means clustering initially creags a randomized num-
ber of centroids after which the points are associated with he closest centroid.
At this stage every point has a value belonging to one partitin or another. The
centroids are then moved to the center of the cluster. This mee will change
the distances between the centroids and all points previolys belonging to that
group. At this point another round of associating points to a cluster is per-
formed and the centroids are then moved again to the center dhe cluster. This
process is repeated until no more signi cant changes happenith respect to the
centroid moving [31] [55].

The area class deals with, perhaps obviously, the area of theegmented re-
gion. This process is best known as region growing and can beeen as a sequen-
tial process of clustering as described previously. The gbeby step procedure of
region growing is described below:

1. Generate seeds
2. Grow the seed until no more points can be added to the region

3. After growing has stopped, a post-processing technique ay involve the
merging of regions which are close and exhibit similar pattens

It should be noted that the watershed transformation [19] can be placed in
this class as it is a region growing process as explained late this work [10].
It should also be said that this class is susceptible to probims when perform-
ing segmentation. These problems arise from the foundatiorof the approach
which is seed generation, as different seeds may producen different segments
over p different runs, depending on where the seeds start growingFurther-
more, an adequate criteria to determine if the regions are th same needs to be
determined. It is intuitive to see that the area class requées tuning for it to be
of benet for the task at hand. Moreover, if there are too many seeds placed,
this may lead to oversegmentation of the image and a questionf how to best
merge these regions arises.
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The contour class, or better known as edge detection, is alspopular for seg-
mentation. Its principle is built on nding points where the contrast between
pixels is of a great value. These points that exhibit high diference values are
then deemed to be the edge between two regions. There are a nber of edge
nding operators that exist today. Some of the more popular ones are the Sobel
and Prewitt (Figure 2.4, 2.5, 2.6, 2.7) operators and they ae shown below. On
the gray scale level, these masks overlap every pixel at eyelocation of the
image and obtain gradient components [19].

1011 1101
0| 0] O 1101
1] 1] 1 1101
Figure 2.4: Prewitt (horizontal). Figure 2.5: Prewitt (vertical).
120 -1 1101
0| 0] O 21012
11 2] 1 1101
Figure 2.6: Sobel (horizontal). Figure 2.7: Sobel (vertical).

The physics class aims at taking into account the material tht the color is
on, so for example a cotton shirt or a glass cup. Obviously if hese two objects
were of the same color and were placed under a light source, thcolors of the
object would appear very different. These algorithms can becomputationally
heavy and in order to be used the material must be known othenige this pro-
cedure becomes redundant. This model is not applicable to auspeci c task
and thus is not explained here in great detail. Those interdsd can nd more
detailed information in [55].

2.3.3 Feature Based Recognition

Throughout this thesis, it will be described how we perform object recognition
using a two-step process which entails the implementation focolor based seg-
mentation along with local feature detection to identify speci ¢ objects. Local
features are distinct interest points found in an image whib can be used to rep-
resent and identify objects. It is important for the features to be robust as they
will need to be repeatedly and reliably identi ed under varying viewing condi-
tions such as being exposed to varying amounts of noise, roten, illumination
and scaling. These conditions should be met, not only for theletectors i.e. the
algorithms used to identify the feature points, but also forthe descriptors i.e.
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the vectors which hold the information about the region of the interest point,
which are used for matching images.

There are a number of different detectors, most of which relyon identify-
ing either the corners, blobs, or regions of an image [53]. Tle most commonly
used feature detector is the Harris corner detector [20]. Itworks by identify-
ing points in the image which have a large change in intensityn all directions.
This is displayed using an auto-correlation matrix which describes the gradi-
ent distribution of a neighbourhood around a point in the ima ge. Thecorner-
nessis then computed using the eigenvalues of the matrix. Howevethe Harris
corners are only rotation and translation invariant. As sud, scale-invariant
(Harris-Laplace) and af ne-invariant (Harris-Af ne) [34 ] detectors have been
developed. Harris-Laplace is based on an automatic scale teetor [27] which
applies the feature detector at all scales, and then seledtse scale level at which
the normalized feature strength is at a local maximum with respect to scale.
The Laplacian operator is used to determine the scale. Hars-Af ne is based
on the Harris-Laplace detector interest points, where it emates the shape of
the af ne regions to obtain the af ne invariant corners. It t hen uses the second
moment matrix to measure the af ne shape of the neighbourhoa. A modi ed
approach is using blob detectors using the Hessian matrix were the determi-
nant and trace (or Laplacian) of the matrix are used to detectthe blob-like
structures. Similarly as for the Harris corner detector, sale-invariant (Hessian-
Laplace) and af ne-invariant (Hessian-Af ne) [34] detectors have been devel-
oped. They work on the same principle as their counterpartsexcept that they
start on the determinant of the Hessian rather than the Harris corners. To speed
up the procedure, the Difference of Gaussians (DoG) can be & to approxi-
mate the Laplacian of Gaussians [29].

A slightly different approach to nding feature corner poin ts is the Small-
est Univalue Segment Assimilating Nucleus or SUSAN deteat60]. Instead of
computing local gradients, it segments a circular neighbothood around each
pixel, or nucleus The intensity value of each pixel in this neighbourhood is
compared with that of the nucleus at which point it is placed in a binary cat-
egory depending on whether it has "similar" or "different" i ntensity values.
Corner regions are located where the local minimum of the "similar" region
reaches below a speci ed threshold. A detector which buildon the this idea is
the FAST (Features from Accelerated Segment Test) detect@5]. This detec-
tor uses a machine learning approach. Initially, a set of piels at a xed radius
from the nucleusare analysed and put into three bins, depending whether they
are darker, similar or brighter. Then the pixel which has the most information
about whether it is a corner or not (by measuring entropy) is €lected and the
ID3 [40] algorithm is applied recursively for all three subsets until the entropy
reaches zero. Then non-maximal suppression is applied on ¢hsum of the ab-
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solute difference between the pixels in the sets and the cestpixel.

Another way of obtaining local features is by identifying homogeneous im-
age regions. Much of the time algorithms classi ed as regiordetectors can also
be classi ed as blob-detectors and vice-versa. A widely usealgorithm is the
Maximally Stable Extremal Regions detector (MSER) [32], which uses the same
principle as the watershed algorithm [19], lling similar r egions and threshold-
ing to nd regions that have either higher (bright extremal regions) or lower
(dark extremal regions) intensity than all the pixels on itsouter boundary. An
additional method of identifying regions of interest is caled a salient region
detector [22], where saliency can be de ned as local unpredtability and is
measured by entropy. A saliency map is built using this infomation and pro-
duces a 2D spatial position of the most conspicuous regionsian image. The
higher the difference of that location, the brighter it will appear on the map.
These regions are further processed by various image proa@sg techniques to
extract the salient regions of interest.

Having a good detector is only part of the solution. It is also important to
have a gooddescriptor. The descriptor enables feature points detected in sepa-
rate images to be matched. One of the most commonly used is Seanvariant
Feature Transform (SIFT) [30]. It works by generating threedimensional his-
tograms of gradient locations and orientations where the leations are stored
in 4x4 grids and the gradient angles are displayed in eight aentations, which
results in a 128-dimensional descriptor. The descriptor isthen normalised to
obtain illumination invariance. Improvements to this method have been pro-
posed, namely PCA-SIFT [24] and Gradient Location-Orientdion Histogram
(GLOH) [35]. PCA-SIFT applies principal component analysis (PCA) on the
gradient image thereby reducing the dimensionality to 36 wlie GLOH com-
putes a SIFT descriptor for a log-polar location grid and then reduces the di-
mensionality by applying PCA. There are several additionakinds of descrip-
tors [35] however SIFT proves to be very robust and quick [38][35] and there-
fore more widely used.

As well as repeatability in feature selection, we are conceed with speed
as these detectors will be used in real-time applications. Wh this in mind we
chose to use a method called Speeded Up Robust Features (SYRH which
works on the idea of SIFT by using approximations to increasecomputational
ef ciency while still preserving repeatability. Our chosen method, SURF, will
be described in more detail in Chapter 4. At this stage we haveescribed the
background required to understand the two step approach thawe used to solve
the task at hand. The section dealing with color segmentatin discusses possible
solutions to segmenting the color blobs that are found usinghe environment
cameras. This section discusses possible approaches whesating with object
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veri cation on a local level. By using this two step solution we are able to
combine two distinct algorithms into one system.

2.4 Information Fusion for Position Estimation

Information fusion is a wide area of research [6] dealing with combining and
coordinating information from several sources effectivey and then using the
merged information to perform certain tasks. We focus on information fusion
in the area of vision, where we combine perceptual informatbn from xed
cameras to estimate the position of objects in our environmet by determining
what data from these sources refers to the same objects. Ourpproach was
in uenced by the work in [26] which uses a fuzzy approach of fusing infor-
mation from a distributed system. The framework of this paper extends the
work of single-robot anchoring by de ning a mechanism to combine items of
information coming from distributed sources and nds a way of representing,
comparing and fusing this information. It is implemented usng techniques from
fuzzy logic [25]. These techniques are useful in this contebas fuzzy sets are a
good way to represent various kinds of uncertainty, as de nel by a membership
function

g:.S! [0, 1]

where for a fuzzy setF and an n-dimensional spaceS, each point x in S is
given a degree of membership g(x) of the fuzzy setF. Fuzzy sets also provide a
formal mechanism for fusing information from these sets by rforming fuzzy
intersections. If ; and , are fuzzy sets, one way of fusing these is de ned by

12(X) = 1(x) 2(X)

where 15(X) is the resulting set and where is a triangular norm or T-norm [5].
A T-norm is a binary operation on [0,1] which is monotone, com mutative, as-
sociative and has 1 as an identity element. The most common erms are

a b = max(a+b- 1,0) ( ukasiewitz )
a b = min(a,b) (minimum )
a b = ab (product )

In our work we use the minimum T-norm. In [26], the informatio n used in
the experiments are a 1D texture domain, 2D position domain and a 3D color

domain. In our case, we will only use a 2D position domain(x,y) and a 2D

color domain (hue, saturation ). This information is displayed using trape-
zoidal fuzzy sets, as is often done in fuzzy logic, and can beesn in Figure 2.8.
An example of an intersection of the membership functions ca be seen in Fig-
ure 2.9. The way our approach is implemented, it is possible @ use the fuzzy
attributes of the trapezoids however, as will be explained m Section 5.2, our
implementation does not require this functionality.
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Chapter 3
Methodology

3.1 Solution Approach

The system developed in this thesis aims to nd known objectghat have been
placed randomly in the environment. After being placed, theenvironment is not
modi ed and the robot is given some time to nd a desired objed or set of ob-
jects. A possible solution to our problem of Lost & Found may be approached
in many different ways. These solutions range from informirg the robot on a
semantic level of the approximate position of the object (eg in the kitchen) and
having the robot go there and con rm the fact that it is there. This of course
would require prior knowledge about the object and where it was placed; a lux-
ury we do not have. Another approach would be to simply have a pbot wander
around and analyze everything it sees and attempt to match ito an object that
we are looking for. Needless to say this approach is not onlynef cient but also
very computationally expensive as feature based comparisorequires a lot of
memory to match each scene against a known image. Intuitivglit is easy to
see that this could take a very long time, even if a map of the erronment is
known and the robot is able to keep track of where it has been. Athird alter-
native is by using very good environment cameras that provid a high quality
image covering the whole area. These cameras potentially vatd have to be
able to zoom on an object in order to verify features at a locallevel. Since the
robot is already present in the environment performing othe tasks, we aim to
use off-the-shelf technology that can be purchased at reasable prices and can
complement the robot's functionality. The two environment cameras we used
are simple web cameras found in any electronic store. This,ogether with the
fact that we use the PEIS-Ecology middleware, makes the sgsh expandable
(e.g. by adding more cameras to extend the reach of the Lost & &und func-
tionality). This we believe adds to the robustness of our appoach when solving
this task.

35
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Now that some of the other possible solutions have been intrduced, let us
isolate some of the pros and cons of each method. A random walkased ap-
proach could, as stated before, potentially take a very longime unless it gets
a little lucky and happens to nd the object soon after startup. There is very
little to be gained from this approach as a human would most cetainly nd
the object in less time given a big enough environment. A benefrom this ap-
proach is that the precision of the object position is high, gnding the robot is
well localized. This is unlike the case for using very good evironment cameras.
A “very good' environment camera for our purposes would haveto be able to
zoom while maintaining a high quality image. This would come at a high cost
and defeat our aim to use affordable hardware that is availake to any person.
By using only static vision, we make the system very quick as & assume it
covers the whole area but the precision about the location ofhe object is sacri-
ced due to the fact that the cameras are placed at a greater gtance away than
the robot would approach it. The solution of using xed visio n is one that can
compete, perhaps even be faster than a human if a competitiowere to be held
to nd a certain object Clearly the advantage of being able tosee the complete
environment is instrumental to the success of the environnm@ camera solution.

Alas, we are not able to use expensive cameras as we aim at sioly this
problem using an inexpensive and scalable hardware infrasticture. Having
analyzed the pros and cons of the approaches mentioned abovtis evident
that a combination of the two approaches is necessary to optnize the time it
takes to nd an object and certainty in the estimated position of the object. This
approach is exactly what our system is built on. Using a two-tep solution to
Lost & Found, we merge the idea of using environment camerasgd a mobile
robot platform. Step one, using static vision, aims to nd points of interest for
the robot to further explore. That is, instead of trying to verify that an object is
something via the environment cameras only, they are theretigctly to provide
candidates for the robot to explore. These candidates const of a color and a
rough position estimate. The transition between the rst and the second stage
of the process is the passing down of information (color and sition approxi-
mation) from global vision to the robot. In the second step, dter the robot has
acquired a position and a color of the blob of interest, the rdbot then navigates
to the position and begins trying to nd the object. This is done by rst using
a shape matching algorithm to nd suitable candidates and tten by performing
local feature veri cation to decide if the object that is currently in view is in
fact the object that was requested.

By combining these two ideas, the two-step approach that eMaes minimizes
the time to nd an object as it bene ts from seeing the whole ervironment at
once and also maximizes the precision of the position estinta of the object
by using the robot as a landmark and computing the location flom the PTZ
camera.
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3.2 System Architecture

Given that we chose a hybrid approach, we were presented witla number of
possible ways of designing our system. It should rst be meribned that our so-
lution operates in the PEIS environment and in turn became alPIS component
itself. We chose a modular approach drawing a ne line betwee data acqui-
sition (learning) and data use (searching). Using a modulaarchitecture allows
for extra components to be developed and used in the systemrgie each com-
ponent is self-contained. Moreover, such an approach alsolbbws us to easily
port the code to another system with minimal modi cations.

It is evident that the robot does not come out of the box with all knowledge
that it could possibly need to perform all tasks. As such, it 8 up to the user to
educate it in the appropriate manner. For our task of Lost & Found the robot
needs to know what objects to look for; thus it needs to know what the objects
look like and how to differentiate between them.

The PEIS-Ecology had a number of useful components that we esd in our
project. Of course it did not have everything that was required and thus we had
to develop other components that are now a part of the ecologyThe compo-
nents that are mandatory for this project are described and emmarized in Fig-
ure 3.1. Recall from Section 2.2 that a PEIS component is abl®®e communicate
with all other PEIS components active in the PEIS-Ecology dithe tuplespace.
Since we are able to easily share information amongst compamts, the number
of components present in the environment does not matter. Tts feature pro-
vided a great amount of exibility when deciding which compo nents should
provide a speci c functionality. We were able to create one omponent for one
speci ¢ task instead of combining a number of tasks into one emponent.

It is of value to know what each component does, at least at a vy general
level. A fundamental component ispeisplayeras it is used for navigation of the
robot and to control the PTZ camera. Without this component, navigation is
impossible and the PTZ camera cannot be operated. It is thenatessary to run
peiscamwhich provides an image to the tuplespace. This image, or segnce of
images (stream), can be taken from any camera in the PEIS emsmment. After
having acquired an image, it is required thatpeiscsvisionis executed in order
to segment the images provided bypeiscam These images can be segmented
based on color, shape, or size; parameters which are all usepecic. Before
the segmentation step happenspeisenhanceimageas executed to remove false
positives via background subtraction. Keeping in line withthe logical sequence
of components, the next one that should be activated ipeis ndobjects. This
component works as the “database' for our known objects. Thais, it is aware
of which objects the system knows and it provides to the end usr a convenient
way of selecting which object(s) to nd. As the last step,peissurf is executed in
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an attempt to con rm the object as one that is being looked for.

Component name | Function Contribution
peiscam Provides images (stream) from Used
camera sources
peisplayer Used for robot navigation and Modi ed
to control the PTZ camera
. - Accepts an image as parametef .
peiscsvision P ge as p Modi ed
and segments that image
Way to communicate with
peis ndobjects robot to order what is to be Created

found; represents database of
known objects

Performs image enhancemen
peisenhanceimagg including background subtrac- | Created
tion

Allows for local feature veri -
peissurf cation to be performed against| Created
a database of images

Figure 3.1: PEIS components essential to the project. Figure also derest our contribu-
tion.

Since we have the benet of being able to use a modularized stesm, this
is a good time to show the benet of such an approach. Using a ra stream
from peiscamand segmenting it with peiscsvisionprovides a lot of objects that
we may not be interested in since every object meeting the teria is segmented
and returned as a possible candidate. To remedy such a probte we were able
to create apeisenhanceimageomponent which performed background sub-
traction and color enhancement on the images provided byeiscam This new,
much cleaner image free of most of the noise, is then providetb peiscsvision
which then segments the image providing a lot less (if any) 1ae points of inter-
est. A similar approach was taken with the peissurf component. peissurf was
designed speci cally to analyze features of an object and gopare them with
the known features. This was a simple component to develop ah integrate
which provided great usability.
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Through these components, as well as the learning GUI, our Sfem is able
to acquire information about an object and then locate it in a given environ-
ment.

3.2.1 Learning

Through the use of the PEIS environment, more speci callyeiscsvision we are
able to capture a number of important features of each objecthat are used to
differentiate between them. Since this portion of the PEISrvironment was not
heavily developed, it was very time consuming to teach an olejct to a robot; in
the neighbourhood of 4-5 minutes per object. The features tat we were partic-
ularly interested in saving and using include the shape sigiure (Section 4.1.2),
the color, the size and the SURF signatures (Section 4.2).

By creating a learning module, we attempted to resolve the mblem that
the user has to be knowledgeable with the system as well as teduce the data
acquisition time to approximately 1 minute per object. We successfully did this
via the creation of a GUI (graphical user interface) that albws any user to teach
an object to the robot. This is done by positioning the robot to face a neutral
background (‘learning station') and placing an object in front of the PTZ cam-
era located on the robot. See Figure 3.2 for details. Once thebject has been
shown to the camera from a number of viewpoints and angles (doe by rotating
the object 30 - 45 ) the user can click "Save' to save the object. This method is
a signi cant improvement from when data had to be copied to a new le and
saved under a speci ¢ le depending on the object.

The learning module in Figure 3.2 is best explained in a sequetial manner.
Point A found on the checkered background near the center of the imagis the
image that is provided by the PTZ camera. Data acquisition isdone by clicking
on the object found in A and for every click a number of important features are
captured in the background. Some of the important featuresrclude the color of
the object at that instant (so this may change depending ondjhting conditions
per click, although not very likely) and the shape signaturethat is represented
by 64 measurements from the center of the segmented object talges around it
spanning 360 . An example of this signature may be seen under "Shape Signa-
ture' in Figure 3.3. When capturing shape signatures it is irportant to have a
neutral background (or at least a background with very little noise) to avoid an
incorrect color segmentation of the object. The object thatis segmented in this
case is the red box near the bottom of the screen. Every red bdfound on the
object represents a segmented region and as such, when trgito capture shape
signatures of the whole object, it is important to click on the largest contiguous
area present and not on the small boxes that appear.
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Figure 3.2: Learning module.

After having clicked on the object that is to be acquired, it is then necessary
to click on B in order to capture the color that the camera perceived the ofect
to be. This information is read from the data gathered last tme the object was
clicked on. When the button to capture color is clicked a con rmation window
is displayed asking for con rmation that the color is, in thi s case, red. If the
color is not red but is instead orange for example, the user isble to click "No',
change the color signature (de nition of “orange"), click on the object again to
get a new color reading, and then click on capture color to capure the color the
object was perceived to be. The color is a very important featre as this trait is
used by the environment cameras to nd potential candidatesising color seg-
mentation.

Once a color is captured, it is then necessary to describe thebject; area
C. There exists no default naming conventions and as such anyame for any
object may be assigned. Of course common sense would usualhame a cup
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a cup or a box a box. In this case we name the object seen iA as a TeaBox
as visible in C in Figure 3.2. The importance of this name is not crucial but t

assists in keeping the objects organized in the database. dtso makes it easy
for the object to be found in the database if one wants to add n& signatures
or make other feature modi cations.

The next important step is to measure the object and provideliose measure-
ments to the learning module; areaD. These physical measurements represent
the length, width, and height of the object. These measuren#s are important
as they are used to approximate the distance from the envirament cameras to
the object based on the width of the blob that appears in the inage. Since this
value is very important to us, we have decided to use mm measements instead
of cm to add a degree of precision.

While at this window, it is best to capture a number of different shape sig-
natures for the object; the user clicks on the shape i\ and rotates the object.
What this means is that it is best to turn the object so the cam® perceives a
number of different shapes. This is important for searchingusing the PTZ, as
the camera should have a number of different viewpoints to lok for. If only
one viewpoint is learned, in this case the front viewpoint, he robot may not
recognize the object if it is seen from the side Different shaed objects require
different perspectives but usually a 20 - 45 rotation captures enough detail in
order for the system to function properly.

Once enough different viewpoints for shape descriptions hae been cap-
tured, it is then necessary to capture the feature details ahe object. What is
meant by a feature can be seen in Figure 4.6. Each white crossund in the im-
age represents a feature. These features are used in the loceri cation phase
of the system when the robot has come to the position providedy the environ-
ment cameras, found an object that matches the shape signatj and is now
ready to verify the object. Before veri cation starts, the @amera zooms in on
the object until it is about one-quarter size of the screen. Tis is to ensure that
all text and images found on the object are legible. The systa then compares
the current viewpoint against every known viewpoint of the same object that
resides in the database. If the system nd& or more features that are the same,
it returns a con rmation saying the object has been found. Otherwise, it cycles
onto the next known image of the same object and performs the amparison.
Capturing these features is trivial. All that must happen isthat the user chooses
the peissurf component where the image is provided, clicks on the image fand
in the same position asA and then clicks on F to save the features that have
been captured. Again, the object must be turned to provide a amber of dif-
ferent viewpoints and at every viewpoint the object must be licked and "Save
SURF' must be pressed to save the signature.
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After this process is complete in its entirety,E can be pressed to save the
object into the database. This process is explained in dethin Chapter 4. If
another object has to be learnedG can be pressed to reset all data and start a
new entry into the knowledge base.

- Shape Signatures
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Figure 3.3: Shape and SURF signatures.

3.2.2 Searching

The search module is the heart of the project. It is responsik for reading the

proper information from the proper source at the proper time. Our approach

to solving the problem can best be explained as a top-down sation. The sys-
tem accesses two environment web cameras that see the sameaproducing

a stereo vision effect and using that result it navigates toards the goal using
a mobile robot platform containing a PTZ camera. In order to do this success-
fully, all components mentioned at the beginning of this chater are used.
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Since the environment cameras are able to see a much largerearthan the
PTZ camera but produce signi cantly less detail, we used thm to locate poten-
tial candidates (color blobs) that will be explored by the robot and inspected
closer with the PTZ camera upon the robot's arrival at the spei ed location.
This is exactly how the process begins. The images providedytthe static envi-
ronment cameras are segmented based on the desired color dfjects that are
to be found and the potential candidates are returned in a lis Using this list,
each candidate blob is positioned in the global co-ordinatesystem using the
information fusion approach discussed in detail in Sectior2.4. The robot then
chooses the closest candidate that is of interest and procée to navigate there
safely. Once the navigation phase is complete, it is necesgao analyze the im-
age of the PTZ camera to verify whether the object is in the etl of view. This
is done by segmenting the image based on shape signatures walhiare loaded
when the user asks the robot to nd a certain object. Once an olect is found
that matches the signatures (e.g. there @box in the eld of view, although the
robot is not yet aware if it is the box) the PTZ camera inspects the object fur-
ther by zooming in on it. After the zooming is complete, a feaure veri cation
algorithm is executed that compares the currently seen imagagainst all of the
images that are of a similar type that are stored in the databse. Based on the
return value of the algorithm, the system then goes into a waistate or attempts
to nd a new object if a queue of objects to be found exists, or t zooms out and
moves the camera and attempts to again nd an object that mathes the signa-
tures. A generalized process is visualized in Figure 3.4. A one detailed gure
containing step by step procedures can be seen in Figure 5.18ur contribu-
tions, as brie y mentioned previously, are contained in theLearning Module,
Global Identi cation, and Local Veri cation. These contri butions are explained
in greater detail in Chapter 4 and Chapter 5.

Provide next candidate
Position provided Position reached
Global Candidate Identification provided n reacheds, [ Local vertiation
+Performs Performs;
v v
Candidate identification
User
' '
¢ 1Allows for Candidate verification |
i L | f

Figure 3.4: Flowchart.







Chapter 4
Object Identi cation

This chapter details the process of object identi cation usng the information
acquired in the learning module. It details the structure ofthe knowledge base
and how the stored information is processed by the various gps of the system.
In order to analyze any given image in an attempt to extract olects that may
appear in the scene, we use a number of different techniques evaluate poten-
tial candidates. These techniques are dependent on the stagve are on in the
system. As it has been established before, we rst nd candidte color blobs us-
ing environment cameras with no interest in the blob's spect features. We then
use a PTZ camera on the robot for closer inspection at which tine we use the
known features about the object. These two steps require diérent algorithms
to be used at different times. To nd color blobs we use color gmentation and
for closer inspection of the object we use a feature based regnition algorithm
called SUREF, all of which are further described in this chaper.

Before getting into any detail about algorithms, it is rst i mportant to un-
derstand exactly what object descriptors we need in order tause the system.
An object descriptor is anything that describes an object.tican be very general
such as saying its color is red to being very specic saying #re is the letter
F located 2 cm from the top left corner. We have chosen to use #following
object descriptors:

* Name (not crucial to the success of the solution)

* Color

* Size

» Shape signature (explained in detail in 4.1.2)

« Local feature descriptors (feature signature)

They are important for various reasons and without all of them being used

our approach would not be successful. The color descriptors perhaps the most
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important since that is the foundation of our approach. Using the environment
cameras, we nd potential color blobs that we later inspect.If we do not know

what color the object s, it makes it quite challenging to nd that object. The size
descriptor is also of importance because it is used by the pdg®n approxima-

tion technique we use to get a (x,y) position of the object in dpbal co-ordinates.
If this number is not accurate, the position estimate become that much more
incorrect. As we explain in this chapter, although the robot may still be able
to nd the object and verify it since it is equipped with a zoomable camera,
a very bad size estimate leads the system more and more towa @ random
walk result which we are trying to avoid. The shape signatureis another cru-
cial bit of information to know. The shape signature is used © nd potential

candidates to zoom in on when the PTZ camera is analyzing an imge. When
control switches to the PTZ camera, the shape signatures ohe object that the
system is looking for are loaded into the signature tuple in giscsvision after
which peiscsvision segments the image and returns object$ mterest if they
match a shape description in the signature tuple. The featw signature is re-
sponsible for actually providing information whether or not the object being
looked at now is in fact the object that the system is looking br. Once the cam-
era zooms in on an object such that its text / graphics are claty visible, the
system is aware of the color and the shape of the object. Thefere, a compar-
ison can be executed on the image being currently viewed agst the images
that are stored in the database that pertain to the same objeof the same color.

The information on objects acquired via the learning moduleconstitutes a
local “knowledge base' which is actually a directory structire containing all
objects that the system knows about, and their descriptors.See Figure 4.1
for an overview of the structure. Once the learning module isopened, it ac-
cesses to write new information into. Once the user ac-
quires enough data about an object as explained in 3.2.1, theclick "Save' to
save the new object. What happens in the background is a seqoee of steps
that organize the new information in a coherent manner insice the knowl-
edge base. The rst step in the procedure is determining whéer the user
speci ed color directory exists. If it does not, the color directory is created.
It then looks into to determine whether an ob-
ject with the same description exists at this location. If itdoes not, a directory

is created. At this stage
we have identi ed the object color and shape description anchow the systemis
ready to save the precise details about the object. As mentied earlier, the in-
formation we store about the object in the database is the si, the shape signa-
ture, and the feature signature. This information is storedin the current direc-
tory with the lenames .Size, .Sig
and .surf. The .size le contains three values for the
length, width, and height of the object speci ed by the user n the GUI. The
.Sig le contains the normalized lengths from the object ceter to 64 different
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points spanning 360 around the object. See Section 4.1.2 for a more detailed
explanation. Finally, the .surf le contains the SURF signdures of the object
that are used for feature comparison (see Section 4.2).

Using this structure to save the information, we found it is esy to modify
any information we needed to and also it gave us exibility with the portability
of our system.

<root directory>|

[ color_1] [color_.] [ color_f

[ obj_1 ][ obj_..| [obj_n]

(b 157

Figure 4.1: Directory structure.

4.1 Color Segmentation
4.1.1 Algorithms

The rst step captures images from the environment camerasrad the second
step uses the PTZ camera found on the robot to verify that an ofect is or is not
what the system is looking for. Before the detailed processfdeature matching
happens though, the system needs to nd potential candidateto perform fea-
ture based analysis on. As a result, it performs segmentatioon both images.
To do so it uses the watershed model to segment the images prioked by back-
ground subtraction and pure color segmentation when usinghe PTZ camera.

The watershed transformation is said to be the basis of morphlogical im-
age segmentation [46] [10]. The watershed transformations$ able to extract the
shape of a segment as well as other form related informationOur approach to
calculating the range from the camera to the color blob is basd on the how
wide the color blob appears in the image. This is better explaned in Section
5.2. This is a very important step in the entire system becauwsif the distance
estimation is wrong by a large amount, the object may not be fand. As such
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we want to use an algorithm that can get as close to the contouas possible.
Since the watershed transformation is able to nd the contou of the color seg-
ment [10], this allows us to get a sound blob width measuremenhand thus begin
the process of distance estimation.

The watershed approach can be explained by the analogy of adidg water
until it is about to spill out of the object. Right before it sp ills, the addition of
water stops and the contour of the segment is the result. Mordormally it can
be stated as follows when applied to a gray-scale image [48]:

1. Markers are set at regional minima of the image's gradient
2. Markers are grown

3. Boundary is created where two markers meet

4.1.2 Shape Signature

An object signature is an attempt at extracting something abut the object that
is unique. Any object may contain a number of signatures suctas the text,
perhaps pictures or graphics, or even the color of the objectAlthough all of
these are valid suggestions, we consider the shape signatof the object to be
64 distance measurements spanning 360around the object from the center of
the segmented image, see Figure 4.2. For a numerical represation of how
this data is stored, see Figure 3.3. This value is normalizeth order to obtain
a distance invariant measure. In order to successfully uséaése signatures with
a high degree of certainty, the robot is required to learn theobject very well
at the beginning, that is, the system should be shown the obg from many
different sides and angles. As can be seen in Figure 4.3 andgkire 4.4, the ob-
jects appear to be very different to the camera and differenvalues are returned
with respect to the 64 distance measurements from the centef the object. A
potential drawback to this method is that if many objects have been captured
that are similar in shape, the system may return as output twaoobjects which
are similar in shape and thus produce a false positive. We ampt to remedy
such a potential problem by rst determining the color we are looking for and
then load the signature of the shape we are looking for. This slution allowed
us to not have more than one object signature that we comparelbseen objects
against and thus the chance of getting a false positive is gady reduced. Also,
the probability of getting a false negative is very small sine we capture the
image signature from so many view points. It is more likely toget a false posi-
tive than a false negative unless the camera cannot see the @l object in one
frame, that is, the camera cannot see all edges of the objedtat it is analyzing,
or the object is occluded.
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Figure 4.2: Segmented image with 22 distances from center. 64 distancegasurements
are used in practice. The center of the red box is the center dhe object and the corners
are the limits of the distance measurements.

Figure 4.3: Segmented Twinings box seen from the front. The center of theed box is
the center of the object and the corners are the limits of the dtance measurements.

Figure 4.4: Segmented Twinings box seen from the side. The center of thed box is
the center of the object and the corners are the limits of the dtance measurements.

4.2 Feature Based Recognition

As was mentioned brie y in Section 2, we have chosen to use SUR[4] as our
local feature matching algorithm. Here we take a closer lookat how the algo-
rithm works and how we use it to save information about the target objects.

The SURF algorithm consists of the following steps. First ituses adetec-
tor to identify the interest points in the target. Then those ponts are described
and stored in adescriptor, following which this information is used to perform
matching which will determine if the object the PTZ camera islooking at is
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actually the desired object.

The detector, called theFast-Hessian Detectoris based on the Hessian ma-
trix where the determinant is used to identify the location and scale of the
interest points. Given a point x = (x,y) in an image |, the Hessian matrix
H(x, )in x at scale is de ned as follows

Lux (X, ) Lxy (X, )
Ly (X, ) Ly (x, )

where Ly, (X, ) is the convolution of the Gaussian second order derivative
x—zzg( ) with the image | in point x, and similarly for Ly (X, ) andLyy (X, ).

H(x, )

In practice, the Gaussian is discretized and cropped in themiage which re-
sults in distortions, particularly in small Gaussian Kernds, hence these lIters
will not produce ideal results. Therefore a number of approxmations have
been suggested to accelerate the process. This method apyiroates the second
order Gaussian derivatives by box lters (see Figure 4.5), Wwich can be quickly
evaluated using integral images [56] independently of sizé&even though this is
a very rough approximation, the performance is comparable b the discretized
Gaussians. The lowest scale lters are 9 x 9 boxes with = 1.2. Implement-
ing scale spaces normally requires the images to be repealgdmoothed with a
Gaussian lter and subsequently sub-sampled to build an imge pyramid [30].
Since this method uses box lters and integral images, SURFags not have to
iteratively apply the same lter to the output of a previously ltered layer, in-
stead it analyses the scale space by up-scaling the Iter sizHigher scales are
obtained by ltering the image with bigger masks. Localization of keypoints in
the image and over scales is done by applying non-maximum sygpession in a
3 x 3 x 3 neighbourhood as in SIFT [30].

E o
NI,

Figure 4.5: Left: discretized and cropped Gaussian second order deriti@e in xy-
direction. Right: approximation using box lters.

There are two steps involved in creating the descriptor of tle interest point.
Firstly, a reproducible orientation for the interest points must be identi ed to
satisfy rotation invariance. This is accomplished by congtcting a circular re-
gion of size 6s, where s is the interest point's scale, around the detected point
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and calculating the Haar-wavelet responses in bothx and y directions. Again,
the integral images are used to quickly compute the respons&he second step
involves extracting a square region of size 20around the interest points which
has the rotation found in the previous step. The region is spt up into 4 x 4
sub-regions in order to retain spatial information. For ead sub-region, Haar
wavelets are computed at regular intervals in both horizonal (dx) and verti-
cal (dy) directions and then summed up. In addition, the absolute vales of
the responsegdyj and jdyj are summed to provide information about the po-
larity of the intensity changes. Flenceg eachssub-region wilbe represented by
a four-dimensional vectorV = [ dy, dy, jdyj, jdyj], which resultsin a
description vector of length 64. The Haar wavelets are invaiant to illumination
bias and contrast invariance is achieved by normalising thelescription vector
to unit length.

The above descriptor is the one we use in our work. There are hwever a
number of modi ed versions of SURF suggested by the authorsSURF-36 uses 3
x 3 sub-regions which increases speed in matching, but saares performance.
Upright SURF or U-SURF skips the rst step when nding detecbrs which also
leads to increased speed but results in no invariance to imagotation. SURF-
128 where the sums fordy and jdyxj are computed separately fordy, < O and
dy > 0. Similarly, the sums are split up according to the sign ofdy, thereby
doubling the length of the vector. This produces more distirttive descriptors,
however it is slower to match because of the increased length

An additional contribution to the speed of this algorithm is including the
sign of the Laplacian (trace of the Hessian Matrix) of the interest point. This
distinguishes bright blobs on a dark background from the inwerse situation.
This information comes at no extra computational cost as it was computed
when the interest points were detected.

The results of the feature point detection for one of our chogn objects can
be seen in Figure 4.6. An example of matching this object in aeal-world sce-
nario can be seen in Figure 4.7. Note that in Figure 4.7, some &y points have
been matched incorrectly on the object. Although a couple ofthese occur in
most images, they do not affect the results of the matching asur threshold is
set high enough to counteract these discrepancies.
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Figure 4.6: SURF features found in the image.
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Figure 4.7: Matching object features with object in the real world.
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Chapter 5
Collaborative Search

This chapter deals with the steps and procedures which are prmed by the
system from the rst step until the last. As has been mentiond previously in
the thesis, the rst step of our two step approach starts at tle environment
cameras. An image without objects is compared to an image wit objects and
the difference (background subtraction) is then the supeet of potential candi-
dates. This can seen in steps (1), (2), and (3) in Figure 5.1%0r the project we
used two regular off-the-shelf web cameras and placed themidifferent posi-
tions. Once background subtraction has been performed by bth cameras, it is
necessary to try and identify potential candidates. This iglone using watershed
segmentation since the image that is returned (Figure 5.9)oatains only color
blobs of potential candidates. The next step is to try and idatify which color
blobs are the same. Better stated, if camera 1 sees a red olijand camera 2
sees a red object, is it the same red object they see? The huat & process to
do this led us to research a method proposed in [26]. We deterined that this
method was too detailed, and since we have a mobile robot andhe possibility
to zoom we decided to implement a fast version of this algorihm for use with
the xed cameras. See (5) in Figure 5.15. For every xed camex, this method
produces position estimates for each object found. The redts are then inter-
sected to produce global location approximations. The reslis that overlap are
considered to be the same object.

Once it has been veri ed that in fact the two cameras see the sae object(s)
and a position estimate has been established for every objem the list, the
robot then navigates to the closest blob; (6) and (7) in Figue 5.15. This is
the second step of the two step process. Once there, the robenters the local
veri cation stage which is better explained in Section 5.4 aad can be sequenced
in the Local Veri cation box starting at (8) in Figure 5.15. U pon nding an
object that is a good enough candidate based on the shape métiag algorithm
that is employed, the PTZ camera zooms in on the object and péorms feature
comparison using SURF. After this step is complete, the algdhm returns a

55



56 CHAPTER 5. COLLABORATIVE SEARCH

true or a false, referring to whether the seen object has beecon rmed as the
desired object or not. See Section 5.4 for a more detailed e¥gnation of this
process.

5.1 Object Extraction

Object extraction, that is the process of acquiring potental candidates from the
environment cameras that the robot could go and explore, is ital to our project
and as such the result of this step affects the nal result gratly. Again, there
were a number of possible solutions we could have implemente The one that
came to mind rst, since it was already implemented as a PEISanponent and
being widely used in the laboratory, waspeiscsvision peiscsvisionis a wrapper
for a number of popular segmentation algorithms similar to OpenCV [39]. This
particular component accepts an image from a camera and segmts the image
into color blobs. There are a number of built-in algorithms available, including
edge segmentation and color segmentation.

However, after having decided on the global candidate ideritcation algo-
rithm that we were going to use, we found that peiscsvisionby itself did not
meet our requirements without a pre-processing stage. The ain issue was that
the image being segmented produced a large number of poteati candidates
since object signatures were not used. This is due to the fathat all objects
could be distinguished only by color and only very rarely by $iape, rendering
the signatures unusable at this stage of the process. Figusel exempli es what
candidates the initial list may have had without a pre-processing stage. Having
a large number of potential candidates means that the robot auld potentially
be required to examine a large number of false positives thavere found in the
image. Such a solution is not feasible since we aim to reducée time it takes to
nd an object. If for example the user requested for a red Twinings box to be
found, the candidate list would include the box itself as wel as the red power
button found on a television set, a red decoration ornament langing on a wall,
a pair of red shoes on the shoe rack, and anything else that id. Clearly this
is not the ideal solution to such a problem.

In an attempt to limit this list we decided to introduce a pre-processing stage
that performs a lIter on the image to remove items that are likely those that are
not being looked for and then segment that image usingoeiscsvision At this
stage we explored saliency which was described brie y in S¢ion 2.3.3. The
idea behind saliency is that given an image, objects that agar to be “out of
place” in the image are highlighted in one way or another. Sub an approach
was appealing in more ways than one. Since our primary goal wato reduce
the number of objects that were returned in the list of potental candidates,
we were looking for something that could return fewer hits and thus possibly
focused on actual items such as a lamp or a wall clock. The addkebene t to
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Figure 5.1: Segmented image with no pre-processing stage. Possible datates are
surrounded by red bounding boxes.

using saliency for our task was that it could be compared and sed instead of
peiscsvisionif peiscsvisiondid not produce satisfactory results. Our expecta-
tions were however not ful lled as saliency, although it performed much better
than no pre-processing at all, did not always nd objects in the environment
that we were looking for. Figure 5.2 shows the initial environment in which

object identi cation occurs as viewed by one of the xed camaas. The objects
we wish to nd are enclosed in boxes in Figure 5.2. Images foud in Figure 5.3

show what objects the saliency approach found. Although mostimes actual
objects were found, the objects that we are interested in arenissed. Further-
more, even if the objects of interest are found, the list is §f long enough to

justify exploring another means to reduce the list of potental candidates.

Having explored saliency with mixed results, we felt that obect isolation
was a reasonable goal for this project. After closely examiimg the rules of Ro-
boCup@Home we came to the conclusion that background subtretion is a
feasible solution. This is a justi able approach since the avironment will not
be tampered with during the performance of the task. Moreove, since the team
robot has to acquire knowledge about the object, we can say wh a high degree
of certainty that objects will be removed from the environment allowing us to
capture a background image. A background image (the image rtocontaining
the objects of interest) is taken when the objects are not inlte environment
(Figure 5.5) and the foreground image (Figure 5.6) is captued after the images
are placed in the environment. This image can be taken right &fore the chal-
lenge starts. Taking the difference of these two images empiizes the objects
that have been added. See Figure 5.7. A more realistic justation for back-
ground subtraction is to perform it as a continuous process.This would assist
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Figure 5.2: Initial environment for saliency to work on.

the user of the system to see what objects are moved most ofteand in what
general vicinity they usually stay. A number of applicatiors could be developed
from this by slowly incorporating newly found objects into t he background us-
ing a deterioration coef cient and then perhaps reactivating that object when it
is moved again.

At this stage it may be satisfactory to say that since the objs have been
highlighted, the next step is to pass them directly tqpeiscsvision This is not the
case since the objects have changed color and thus it is of altimportance to
revert back to the original colors. This is done to allow the ssgmentation algo-
rithm, used by peiscsvision to look for the color that is speci ed by the object
that we are trying to nd. We revert to the original colors by rst eliminating
noise in the image, which we do by applying a thresholding teknique. Then we
extract the original colored pixels from Figure 5.6 only where differences have
been found, the result of which can be seen in Figure 5.8. Aftehaving extracted
the original pixels, we noticed a problem with lighting; a blue cup would (in the
RGB space) appear to be half green and half blue. This was notcaeptable since
we use the width of the color blob to estimate the distance fran the camera.
We decided to construct a look-up table for colors so a pixel wvith values of 22
for red, 19 for green, and 10 for blue would for example becomefully red. The
term “fully' implies that the pixel will get a value of either red, green, blue, or
yellow. This set was determined based on the color of objecteze worked with.

Constructing a lookup table for the RGB space proved to be a viy tedious
process because of the nature of the RGB color space. The prigm with speci-
fying a lookup table in this color space comes from the fact tlat there are just
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too many possibilities. For example, if a pixel returns a vale of [150 0 0] this
is clearly red. However if a pixel is of color [150 100 O] is it r ed or is it yellow?
If we say it is red, what about the color [150 100 30]? These semingly in nite
combinations lead us to convert to the HSV color space.

Using the HSV color model allowed us to better represent the@or as com-
pared to the RGB space and thus gave us greater exibility andllowed us to
easily construct a segment around each color of interest. Bilar approaches
have been used in [31] [13]. A segment is simply a degree valueeasured from
the color's center that represents an acceptance of a certaicolor. Explained
in English, if a color appears to be "a little yellow', using this segment we can
specify it as either red, yellow, or green, depending on ourequirements. This is
important for us in order to color the same object the same cobr, or at least be
very close. Adjusting these values is very easy to do as it reiges the changing
of only a couple of numbers which is the angle for each color. h the RGB space
this would be quite challenging since all colors (red, greenand blue) would
have to be modi ed and tuned accordingly. Another inherent advantage of us-
ing the HSV space is when a new color has to be added to the syste In the
HSV space it is only necessary to change angles while in the FB3space it is
necessary to again tune values for all three colors. The HS\pace can be vi-
sualized in Figure 5.4. Using the HSV approach we were able talassify each
level of a certain color as one color or another instead of twoor more different
colors. This solution better deals with lighting conditions and allows us to de-
clare a wider color range to keep the same object uni-color Te nal result that
we work with can be seen in Figure 5.9.
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(0) (V)

Figure 5.3: Objects founds using saliency.
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Angle_1

Figure 5.4: HSV color space and an example of the creation of color bucket.
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Figure 5.5: Environment with no objects.

Figure 5.6: Environment with objects added.
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Figure 5.7: Differences between Figures 5.5 and 5.6.

Figure 5.8: Image differences replaced with foreground pixels.
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Figure 5.9: Result Image.
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5.2 Global Candidate Identi cation

Given well segmented images provided by the previous backgund subtraction
process, we developed a fast and simple implementation bagen the method
described in Section 2.4 to compute estimates for the globglosition of objects
found in the environment. As we are using a mobile robot to peform local
veri cation of the objects in question, it is enough to acquire a more general
estimate for the position of said objects from the global pespective. The input
to our method are the images generated by the procedure “Objg Extraction”
explained in Section 5.1. The information we gather from these images is the
width of the color blobs in pixels. As we have the position and orientation of
the camera in addition to a priori knowledge of the maximum and minimum
size dimensions of the objects we are looking for, we can detemine a distance
range approximation from the camera source to the objects inquestion. The
range of this distance approximation provides thecore of our initial trapezoid.
The sequence of Figure 5.10 explains what happens at this poi. Figure 5.10a
displays the trapezoid generated by the range approximatio from the camera
source. A trapezoid is created, seen in Figure 5.10b, whichsiperpendicular
to the range estimate trapezoid. This accounts for the uncéainty of the bear-
ing of the object in the eld of view of the camera. The support of the range
trapezoid and the core and support angles of the bearing unctinty trapezoid
were chosen empirically. The two trapezoids are encased in bounding-box,
see Figure 5.10c, simplifying the calculations for the impading trapezoid inter-
sections. Additionally, Figure 5.10d displays another sinpli cation made to the
computation, achieved by enclosing the result of Figure 5.Qc in yet another
bounding-box in the global co-ordinate system. Although this increases uncer-
tainty it still provides a reasonable estimate of the positbn approximation.

Following the creation of these bounding boxes for each objet, the esti-
mates are transformed into the global co-ordinate frame (se Figure 5.11) by
taking into account the location and orientation of the xed camera. Upon
the completion of this step for each xed camera, the resulthg trapezoids can
be matched (see Figure 5.12) The intersection of these trapeids signi es that
both cameras perceive the same object. Since the core in thegition estimates
usually became quite wide after performing the above operabns, we felt it was
enough to only use the core value intersection in the fusioni.e. we only con-
sidered matches of 1.0 to be a true match. This meant that theupport values,
although still usable, become ineffective.

As well as the globalx and y position of the object, the hue and saturation
components of the color blobs were used in matching the objds in view. The
core and support for these were chosen to be wide enough to eapsulate all
possible shades of the same color.
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Figure 5.10: Overview of the procedure for global candidate identi cation.

A signi cant method of increasing speed for the fuzzy intergctions is in the
search algorithms to nd the best fusion. Instead of performing an exhaustive
search by matching all possible targets from all xed camerasources to nd
the maximal core overlap, we use a greedy search. This mearisat we use the
rst match that we nd which corresponds to a 1.0 intersection of all four
trapezoids. This reduces the search time signi cantly. Th works for us since
we are not so concerned about the exact location of the objectbut more of a
general estimate for the global position which our autonomaus robot can then

investigate further.
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X X

Figure 5.11: Trapezoids generated  Figure 5.12: Trapezoids resulting
as a result of transformation to the from matching estimates from two
global co-ordinate frame. sources.

5.3 Navigation

Navigation is essential to the project. In order to avoid ovehead in develop-
ment and to make use of existing software, we decided to use &er [21] [17].
Player is a software architecture that allows, amongst othemore sophisticated
tasks, for safe navigation from point A to point B using a laser scanner and a
planner. The most attractive part about using this softwareis the fact that it
is easy to implement and requires very little code to be writén for it to work.
Although Player came with a default con guration that is usually enough for
most robots, it was not the case for us.

At system startup, it is rst necessary to tell the robot where it is. This can
be done by measuring the initial position of the robot manualy, but a much
more ef cient and practical approach is to use AMCL (Adaptive Monte Carlo
Localization) [14]. AMCL maintains a probability distribu tion of all possible
robot positions and updates the distribution using odometry and laser/sonar
readings. It compares the sensor data to a map of the environant. By mov-
ing the robot, the distribution converges to a point at which it is safe to say
that the robot is localized. This process takes no more than @ seconds and
will provide the robot position from this point onward. For s afe motion in
our environment, we can use either the Vector Field Histogran (VFH+) [54]
or the Nearness Diagram method [36] both of which are obstacé avoidance
algorithms and already implemented in Player. Throughout he development of
our system, we used VFH. VFH generates a polar histogram of tharea around
the current position of the robot and chooses the direction which has lowest
polar obstacle density to navigate. Once a real world positbn estimate is gener-
ated for an object from the Search module, that position is pased down to the
planner component of Player. The planner component, using \&vefront pro-
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gression [52] [12], is responsible for planning a path usinga given map from
the robot's current position to a target position. The wavefront planner starts
at the goal position and works backwards towards the robot's current position

by propagating a wave from the starting point. Using a cost function, which

generates the cost of reaching each cell from the robots cwent position, it is

able to choose the shortest and safest available path arounahy obstacles that
may be encountered.

The above built-in features of player would be suf cient for our purposes
except for one problem. As the default con guration that comes packaged with
Player, the algorithm fails to return a path if the destination point is not accessi-
ble. This is often the case for us since our objects are usugllocated on tables,
counters, and shelves. It is evident that such an approach wid not work for
us. To remedy this situation we decided to modify the algorihm to always pro-
vide a path, even if the ideal destination point is unreachake. We do this by
examining the surrounding area of the goal point iteratively to nd the rst
unoccupied cell, see Figure 5.13. If more than one availableell is found, the
one closest to the robot's current position is chosen. This aw cell will be used
as the new goal point. The orientation of the robot at the new goal position is
calculated by nding the angle between the new goal point to he original goal
point. This will ensure that the robot points towards the ori ginal destination,
thereby having the desired location in view.
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Figure 5.13: The grey square is the new goal point obtained from the modi el wave-
front; G is the original goal; R represents the robot.

5.4 Local Veri cation

Once the robot has reached the desired location, it is now infte second to last
stage of completing the cycle. At this stage it is looking forthe candidate seen
by the environment camera source(s) strictly based on colpithe PTZ camera
is now looking for the same color blob that the environment camera saw in the



5.4. LOCAL VERIFICATION 69

rst stage of the process. Once a candidate has been identid& by matching the
color and shape signatures, the last stage of the process istavated consisting
in using SURF to conclude whether the object that is being argzed is in fact
the object of interest.

Initially, the system loads the shape signatures gathereaif the desired ob-
ject during the learning phase and uses the PTZ camera in conmmtion with
the color segmentation to nd potential candidates. Suitalle candidates are re-
quired to match in terms of color and have a signature match ofat least 80%.
Using this criteria, false positives are reduced but are nottered as well as they
could be. An example of a false positive that may appear usingnly this criteria
is as follows:

1. Looking for a blue box
2. The blue box being looked for is found (positive)

3. A piece of wooden blinds appear blue and match the signatwe of a box
are also found (negative)

4. Change in lighting conditions brie y make the counter top appear blue
and the counter top is presented as a candidate (negative)

In the aforementioned sequence, steps 3 and 4 provide a poiff interest al-
though clearly it is just noise. Finding a way to eliminate this noise would allow
us to further cut down our list of potential candidates that SURF (computation-
ally expensive) has to work on. We accomplish this by segmeirtig 10 frames
from the exact same viewpoint of the PTZ camera and only keepig the objects
which segment consistently at the same position in the imagéplus/minus an
acceptance displacemend) and which appear in at leastp frames out of the 10
frames captured. A list of possible matches is then createdna the candidate
with the highest shape probability match is chosen.

The camera then centers on that object and zooms in on it, makig it I
approximately one-quarter of the screen. This value is diretly linked to the
size the object was taught at to the robot in the learning stag. Although SURF
is scale invariant to a certain degree, we aim to keep the sanratio of size of
object to screen during learning and searching. At this poity the system loads
the SURF signatures gathered from various rotations of the esired object and
starts comparing them with the current image. If a suf cient number of features
are matched, the candidate is con rmed as the desired objecnd the system
moves on to nd the next object in the list. In the case where tke objects do
not match, the next position in the candidate list is chosen ad the procedure
is repeated.
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If no candidates are found or all candidates have been exhated during the
color segmentation stage, the viewpoint of the PTZ is chang#to explore more
of the area in front of the robot. The coverage pattern of the obot moving the
PTZ is as follows. The camera starts at [0 0 0] (Pan Tilt Zoom) proceeding to
turn left 45 (now at [45 0 0]) and repeating the 10 frame sequence. If again
the candidate is not found, the camera then moves to [45 15 0][0 15 0], [-45
15 0], [-45 0 0], [-45 -15 0], [0 -15 0], and nally [45 -15 O]. Be tween every
move the 10 frame analysis is performed and if the desired obgt is found, the
process of searching for that object is terminated. If aftetthis stage, the object
still has not been located the robot is rotated clockwise in @ intervals until it
has performed a complete rotation, repeating the above proedure. The robot
rotation is required since the approach angle of the robot mg be such that
although it is at the object, the object may actually be besid, or worse yet,
behind the robot. See Figure 5.14 for example.

Robot

Object
/
O

Figure 5.14: Rabot is looking north (up) while the object is to the south east (down
and right).
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Figure 5.15: Flowchart.







Chapter 6
Implementation

6.1 Hardware

For the implementation portion of the thesis, we chose to tesour system on a
Pioneer2d robot equipped with a SICK LMS 200 laser scanner tht we use for
obstacle avoidance and localization, and a Canon VC-C4 PTZ amera to verify
the object. The environment cameras that we used were sliglytdifferent from

each other, and as such, it is implied that any environment caeras will work

as long as they produce a high enough quality image for the soario at hand.
Speci cally we used a Logitech QuickCam Fusion camera mode961403-0403
and model 961403-0914. To process all of the information provided by all
hardware sources, we required a powerful computer. We used austom made
system with the following speci cations:

e Processor: Intel(R) Core (TM)2 Quad CPU Q6600 @ 2.4 GHz
« RAM: 2.0 GB
« 250GB HD

6.2 Software

For the software side of the implementation, we rst and foremost had to install
the PEIS middleware. The next step was to implement a numberfeomponents
and make them work inside the PEIS middleware. The rst compment that had
to be incorporated was Player. This was already done and thuse only had to
make a few small adjustments such as adding support for the PA camera and
modifying the path planner to go to the closest reachable pait if the actual
goal point is blocked by an obstacle.

Having modi ed the p2os driver provided by Player, it was next necessary
to nd a way to analyze the images provided by the environmentcameras. We
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Figure 6.1: Pioneer 2d Mobile Robot.

did this by using a PEIS component callecpeiscsvision Using an image pro-
vided in a JPG format, peiscsvisioncolor segments it into blobs of like colors
providing a number of interesting details about each blob. h our case we used
the peiscamcomponent to provide the JPG images from the environment and
PTZ cameras. When we usegeiscsvisionon the image from the web cam, we
realized that it found a lot of blobs, and as such, would provide a list to the
robot that would be much too long for it to explore in a small am ount of time.
Furthermore, we found that both cameras did not see the sameotor at all times
during the trial runs We alleviated these problems by creatig a peisenhanceim-
agecomponent.

Initially peisenhanceimagevas designed to allow all cameras to perceive
like colored objects as one color by building a segment in thedSV space and
all colors in the image that fell into that segment for exampk, the yellow seg-
ment, became absolutely yellow. This seemed to have workedell and when we
realized that too many objects were being found and put on thdist as possible
candidates, we decided to expand the component to also perfm background
subtraction. After tuning some parameters, we were able to ehieve results that
were very satisfactory for our purposes. The principal to bakground subtrac-
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tion is rather simple. The rst step is to capture an image of he environment
when no objects of interest are present and then capture anber image when
the object(s) has been inserted into the environment. The fference between
these two images produces points of interest that should beufther investi-

gated, see Figure 5.9.

Once the objects became visible to the human eye, it was now nessary
to somehow tell the system about what it sees. For this task wesed peiscsvi-
sion. peiscsvisionis a component that segments a given image into blobs. Since
we have two environment cameras, each one segments the outpmage from
peisenhanceimagand using the color blobs each one nds, the Search module
then estimates each object's position in the global frame. fie details of this are
explained shortly. At the stage when the environment cameraiare being used,
the object signatures are irrelevant since there is not engh detail available to
make a solid claim that a certain color blob is in fact a certan object. After
peiscsvisionprovides the blobs of interest,peisplayeris used to safely navigate
to the target goal point.

Once the robot has arrived at the target goal position, it is eady to per-
form local veri cation; it is ready to, in detail, look at all object around it. In
order to select what to analyze rst, we again usepeiscsvisionand obtain a list
of possible candidates based on the signatures we load and mpare the scene
against. So for every viewpoint the camera sees, the imagesegmented and a
reinforcement grid is constructed. The reinforcement gridkeeps track of what
objects were segmented (found in the environment) and whereach object that
was segmented lies in the camera view point. Since the segntation changes
often, we have implemented a neighbourhood of likeness meamg that if two
objects are found and their centers are withinx pixels from each other, the two
objects are deemed to be the same.

It is important to mention that the component that makes everything work
is the peis ndobjects component. This is a quasi database query in which the
user enters the object to nd into the component from a list of known objects
provided by the peis ndobjects component. If this component is not used, the
system will not work as it does not know what to nd.

At this point it is best to summarize what we know about the object:
 Color - Obtained from background subtraction from xed cam eras

» Shape - Obtained from the PTZ camera

 Size - Obtained from the object description; available in he database

« Details of the object - Unknown
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The details of the object are known locally but it is up to SURFto verify
that the object that we have zoomed in on is in fact the object hat we are in-
terested in. This is done by comparing the image the PTZ camarsees against
the detailed images we have stored in the database of the olgjethat we are
interested in. After SURF is complete, it returns either a tne or false value. If
the value is true, the object has been con rmed to be what we a looking for.
If the value is false, the system goes back to getting potei candidates from
the environment camera.

Tupleview, as mentioned earlier, is a visualization tool fa the PEIS-Ecology
displaying all present components. This tool we found very telpful for devel-
oping, testing, and debugging of our code throughout the prgect. To give the
reader a better understanding of what tupleview is, Figure & displays a tu-
pleview screenshot. In the column on the left hand side of thescreen, there are
a number of robots / computers denoted by the letterA. These machines are
running a number of components that are usually designed to erform a certain
task. Components are denoted byB. Each component consists of a number of
tuples denoted byC. The value of each tuple is visible inD. Through such an
interface we were able to see what each component is doing andghat values
are provided to other components in the ecology to be read.
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Chapter 7
Experiments

For the experiments outlined below, we chose a set of ve diférent everyday
common objects which could be segmented using the color segmtation algo-

rithms and which had enough features to be recognized usingw local feature

detector SURF. The objects we chose were found in our PEIS émnment and

can be seen in Figure 7.1.

As well as having a set of pre-de ned objects to use in the expanents, we
also chose a set of ve positions in the environment. The spec positions, de-
picted in Figure 7.2 were chosen as they are all present in theld of view of
both cameras as well as providing a signi cant representatin of the possible
realistic locations and heights that objects could be plaagin the environment
(see Figure 7.3) Position 1 is on a ledge, in front of a windowyposition 2 is on
a small table, under a shelf; position 3 is on a shelf above padson 2; position 4
is next to a sink in the kitchen in the corner of the room and nally position 5
is on a small coffee table in front of the sofa. In addition, wechose to allow for
four different rotations of each object to determine whethe the system would
be affected by the various viewpoints of the objects, both inglobal candidate
identi cation and local veri cation. We felt that these pos itions and rotations
would provide suf cient variety and challenging situations for the testing and
evaluation of our system.

We performed two types of test on the system. The rst testedhie accuracy

of the global candidate identi cation for each object. The second tested the
overall performance of the system in a number of metrics.
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(a) Twinings Box. (b) Cup.

(c) Book. (d) Crispbread.

(e) Lightbulb Box.

Figure 7.1: Objects used for experiments.



Figure 7.2: Field of view of both cameras and positions used for testing.

Figure 7.3: Positions used for the experiments.
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7.1 Global Candidate Identi cation

The tests we performed for the xed cameras were to estimatelte error in the
global position obtained for each object using trapezoidalmatching. We placed
all objects seen in Figure 7.1 in each of the positions in Fige 7.3 in four dif-

ferent rotations. The results of all the tests can be seen inigure 7.4.

Before we start looking at the results in Figure 7.4, it is imprtant to re-
member a few things about our global candidate identi cation. Firstly, we use
it only to provide an initial estimate of the position for the object in the global
co-ordinate frame. As such we have made a number of performase oriented
adjustments, described in Section 5.2, to provide us with ioreased computa-
tional ef ciency. Secondly, the estimation relies heavilyon the pixel size of the
color blob in the image of the xed cameras. This means that ifthe object is far
enough away, even a difference of one or two pixels might sigircantly impact
the position estimate.

As can be seen from the table, there are a number of noteworthyesults.
There are situations in which the system does not provide a psition estimate
from the trapezoidal matching (denoted by N/A in the table). In this case, the
system has failed to match the two trapezoids. In a real-wod scenario, it would
provide the robot with an estimate from only one of the xed cameras in the
case where there is no match. For the purpose of this test, wean say that the
test has failed to provide satisfactory data. As we can seedm the table, this
happens predominantly when the object is placed on the bencfposition 1 in
Figure 7.3). The error in position 1 can be explained by the fat that it is far
away from Cam 1 and much closer to Cam 2 (refer to Figure 7.2 forthe camera
positions). This means that the small size of the color blobn the image from
Cam 1 probably leads to the position estimate from this soure being inaccu-
rate, while the large size of the color blob in Cam 2, given theproximity, leads
to a more accurate or closer estimate.



Figure 7.4: Results of test performed on global candidate identi cation; x and y signify the uncertainty in the x and y directions
respectively;d means the euclidean distance from the estimated position tthe actual position.
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One interesting result comes from the book being placed in psition 4 (or
the corner of the room), see Figure 7.5. These results are nanly quite in-
accurate, but also provide a very large uncertainty radius eound the position
estimates. The large uncertainty can be explained by the sigcant difference
in the three dimensions of the book. As was explained in Seaih 5.2, the min-
imum and maximum ranges are obtained from the minimum and maxmum
size dimensions of the object in question. For example, if ta book was placed
with the spine facing the camera while standing, the width ofthe book in view
would be quite small. However, the system could think that it was lying down
and consequently estimate that the object is much farther aay than it is in
reality. Conversely, if the book's spine was facing the came& while lying down,
the system could estimate that the book was standing and thait was much
closer than it actually is. This factor contributes signi cantly to the inaccura-
cies in position estimations of objects with large differertes in dimensions.

Figure 7.5: Position estimates of the book at position 4. The four imagesepresent the
four rotations at the same position.

On the other hand a particularly favourable result can be see for the cup in
position 5 (Figure 7.6). The accuracy of this calculation ca likely be linked to
its almost box-like shape. This makes the item's size appeaiirtually the same
in every rotation. This ensures that the uncertainty of the psition remains low
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and that the estimated location is fairly accurate. The podion is also almost
equidistant from both camera sources, thereby giving simér distance ranges.
This position in fact, consistently produces the best apprgimations for all the

objects. It should be noted that if we were to choose a box of thee equal di-
mensions and still not take advantage of the fuzzy propertie of our trapezoids,
the position estimation would provide a single point estimae with no uncer-

tainty range as the max and min estimates would be equal. Thisvould mean

that it would be virtually impossible to match the position f rom two camera

sources. It would, however, be trivial to extend our work to make use of the
fuzziness of the trapezoids. However, in our implementatia, the cube situation
could still work as we draw a bounding-box around the resulting trapezoids,
thereby creating an uncertainty range.

Figure 7.6: Position estimates of the cup at position 5. Again, the four mages represent
the four rotations at the same position.

In general the goal of this approach, to provide a rough apprximation for
the position of the objects in the environment, was satis ed The procedure
provides a good position estimate for our mobile robot to further investigate
from.
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7.2 Complete System

This section entails a rst round of tests performed on the canplete system. It
involved running the system through its entire operationalcycle, i.e from the
acquisition of background images to performing local featue veri cation. We

randomly generated which object to choose, at which positim to place it and
at what orientation to face it for each test. This we believedwould give us un-
biased data for the analysis and evaluation of our system. A teakdown of the
results can be seen in Figure 7.7.

Here we will highlight some important points about the results from this
data. The success rate of the system (i.e. an object being cectly located and
identi ed) was 70%. This number is calculated from the 20 tests we have run so
far, with 14 of them being successful. The average time for cmpletion of a test,
seen in Figure 7.7, was approximately 113 seconds. This doe%ot include the
time taken for the system to perform background subtraction which requires
an additional 10-15 seconds. We kept this separate as we, irufure, expect it
could be possible for the history of the background to be coninually updated
and not performed on demand by the user. It should be noted thathe time ap-
proximations for the background subtraction remained within this range even
though more objects were added to the environment. A test of ate is test num-
ber 11. Itis the only successful run which required the robotto rotate, and only
one of two which found candidates other than the true object © perform local
feature veri cation on. One should notice that by having an incorrect bearing
to the position of the object it can, in effect, quadruple thetime taken to local-
ize the object. Without this situation, the average time woud have been below
100 seconds per run. Another important aspect to notice is tlat our results for
false positives are perfect; 0 false positives were idengd by the system over
the 20 runs.

The failures are fortunately all explainable and some are xable with a few
lines of code. A reason that the system failed on two separateccasions was
that the robot came too close to the object and thus when the PZ camera
was attempting to locate a shape match for the object, it was at able to get
the object within the eld of view during the scanning of the surrounding area.
This was because the object was virtually below the camera,ral with our cur-
rent con guration, the camera would not tilt enough to be abl e to locate the
object. Choosing the tilt angle was challenging as providig too large an angle
could eliminate a section from the scanned eld of view. Thisfailure may be at-
tributed to the driver we use for navigation which, although changeable, does
not seem to stop at the acceptance threshold speci ed. Therare a number of
solutions to this problem. We could choose to specify a grear tilt angle to the
camera, however as mentioned, this could leave some spaceaxplored. An-
other solution would be to add more steps in our scanning proedure, however,
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this could substantially increase the time taken to complet a scan of the area.



B.S. B.S.
Success /| - Times - Time Time
Run No. Fail Time (s) | Distance (m) SURFed Rotations Cam.1 Cam.2
(s) (s)
1 S 127 0.6150 1 0 12.6233 | 10.8753
2 S 101 0.6400 1 0 12.8739 | 10.4294
3 F - - - - 12.3244 | 12.7810
4 F - - - - 12.2046 | 12.6368
5 S 86 0.5920 1 0 14.5597 | 13.1417
6 S 108 0.7817 1 0 14.4238 | 13.2527
7 S 87 1.2125 1 0 14.1417 | 15.4604
8 S 100 0.7683 1 0 13.4639 | 13.5876
9 S 65 2.1557 1 0 13.6263 | 12.2606
10 F - - - - 14.9618 | 10.5240
11 S 389 2.0258 3 2 11.6141 | 13.1281
12 S 74 1.0881 1 0 10.9771 | 10.6008
13 S 99 0.8655 1 0 11.4084 | 10.6812
14 F - - - - 14.3229 | 13.9257
15 F - - - - 11.1393 | 11.6145
16 S 81 1.0358 1 0 13.4117 | 13.3598
17 S 112 0.8474 2 0 11.7652 | 11.7760
18 F - - - - 13.4033 | 14.7546
19 S 63 2.2008 1 0 13.0227 | 13.8944
20 S 92 0.8274 1 0 13.8907 | 13.3724
Mean 113.1429 1.1183 1.2667 0.1429 13.0079 | 12.6528
S.D. 81.3831 0.5755 0.5936 | 05345 | 1.2112 | 1.5027

Figure 7.7: Test data.
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Another failure can be linked to poor position estimation. A position es-
timate by itself can be quite erroneous, as was documented ithe previous
section, however it can also be as a result of an unsuccessfintersection of
trapezoids. In this case the position provided to the robot § an estimate taken
from one camera, which inevitably will be much less accuratelf an estimate is
inaccurate, given our implementation, the robot may be ableto rotate to face
the object and thus salvaging the situation. However, if it 8 not only oriented
incorrectly but also displaced far from the actual position of the object, there is
very little chance that the situation could be recovered. Egn though we employ
the use of the zooming functionality, in some cases the objés could be too far
to segment properly, either because they appear too small ithe image or they
can blend into the background at larger distances.

A problem we expected to encounter during the selection of th objects
was that of not having enough distinct features on each objec This was the
case with one failed experiment as the system was not able toevify enough
local features to obtain a positive con rmation. Out of the o bjects we chose,
this situation only occured for one of the objects, namely tre book. Once any
rotation on the book was performed, most of the SURF featureswere lost.
This could be remedied by capturing SURF signatures at a gréer number of
rotations.

7.3 Readiness For RoboCup@Home

In this section, we explore the readiness of our system for dry into the Ro-

boCup@Home challenge. We will try to reason whether the sygtm meets the
main criteria of the speci c challenge of Lost & Found. The scenario speci es
that, after placing three objects in random locations in theenvironment, the
system will have at most ve minutes to locate all of them. In addition, every
time the robot locates an object, it must be within a one meterradius of said
object [44]. These are the main criteria we will consider in stimating whether
our system is ready for entry into RoboCup@Home.

We feel that the initial process of our system, namely objecextraction,
is a feasible approach to be used in the speci ed scenario. Weill be given
time to learn the objects, at which point we can acquire the bakground im-
age, and once the objects have been placed in the environmenhey will not
be moved which will enable us to perform the process of extraton. The time
taken for this procedure, as was seen in the previous sectipmvas consistently
in the range 10-15 seconds, irrespective of how many objectaere placed in
the environment. Thus, we can take this value as being more dess constant.
The time taken for the completion of one successful identi @tion is centered
around 119 seconds (Figure 7.7). This is however only for sigle object identi-
cation. If we were to tell the system to nd multiple objects , this value would



90 CHAPTER 7. EXPERIMENTS

increase, although we do not know how much of the navigation performed for

the single object would translate into the multi-object situation. If for exam-

ple two objects were to be placed next to each other there wod be no need
to navigate and thus it would speed up the veri cation proces. However, on
the other hand, it could take equally as long in terms of navigtion if the ob-

jects were to be placed far apart. If we take this into consideation we can do
a straightforward multiplication by three for the three obj ects that would be
provided in the RoboCup scenario. This would mean that the sgtem would re-
quire approximately 360 seconds, or six minutes, to comple¢ the task, which
is one minute too long. This would require us to investigate which part of our

system could be sped up to account for the necessary time reciion.

The second important criterion for evaluation is the distance measurement
from the robot to the objects upon localization. Even though our system is suc-
cessful in identifying objects in the scenario, in the expements we have per-
formed to date, the distance approximation is centered arond approximately
1.1 meters (Figure 7.7), which is outside the desired one met radius speci ed
by the criterion. We can remedy this however, by using the infrmation about
the object from the camera on the robot. Once we have identi el the object
in question we can easily approximate a distance to the objgcand proceed to
plan a path to get within the one meter radius speci ed. Adding this extended
functionality would be trivial.

7.4 Live Demonstration

In addition to performing the tests as described in Section3.1 and 7.2, we had
a live demonstration to test our system. Twice a year (Decendr and June), the
AASS lab is visited by an International Reference Group (RG)This RG reviews
AASS research and progress from both a scienti ¢ and indusial perspective.
The RG can propose that certain corrections are made in ordeto keep AASS
on the right track. At the RG December meeting, the AASS Actiity Plan is

presented and approved. At the RG June meeting, the followig year, the state
of the AASS Activity Plan is reviewed. This was the reason fotheir visit. The

members of the RG that visited AASS were:

Torbjorn Widmark , PhD, AssiDoman Frovi, Product Development &
Technical Service, Frovi, Sweden. Chairman of the RefererdGroup.

Alexander Lauber, Professor in Measurement Technology, Department of
Technology, Kalmar University, Kalmar, Sweden.

Thomas Christaller, Prof. Dr., Fraunhofer Institute for Autonomous In-
telligent Systems, Sankt Augustin, Germany.

Mel Siegel Prof., Robotics Institute, Carnegie Mellon University, Ritts-
burgh, USA.
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The demonstration began with us explaining brie y to the visitors what our
system is all about, primarily the goal we had and the approab we took to
solving the problem. We then ran a demo where Prof. Christaltr was asked to
select two of the ve objects in our knowledge base and randonty place them
in the environment where both cameras can see the objects.iBrto placing the
objects in the environment, we captured a background image fthe scene. This
image was then compared to the foreground image taken once thobjects were
placed in the environment. Prof. Christaller selected the up (Figure 7.1b) and
the Crispbread (Figure 7.1d) and placed them side by side orhe table (posi-
tion 2 in Figure 7.2). He then requested for the Crispbread tobe found. We
proceeded by running our system for a complete test run. Theystem obtained
a position estimate from the image produced by the backgroud subtraction
(Figures 7.8 and 7.9). Once the rst step of the two step proces provided the
position estimates for the color blob, the system then proceded to the second
stage which calls for the robot to plan a path to the estimatedposition (see Fig-
ure 7.10). Upon reaching the desired point and rotating to the goal angle, the
robot proceeded to search for the shape and color signaturefahe desired ob-
ject. Initially, the Crispbread was not within the immediate eld of view of the
camera, and as such the system began searching the neighbiograrea for the
object using its PTZ camera. This process is explained in detl in Section 5.4.
The object was identi ed in the bottom left of the eld of view after the rst pan
of the camera. No other candidates were considered becauskéa lters we use
eliminated all other possibilities. The system then proce#ed to center on the
color blob of interest, zoomed in and began matching the lochfeatures. The
object was successfully identi ed (see Figure 7.11) as the riSpbread having
matched more than the required number of features. This corladed our suc-
cessful demo and opened the oor for any questions. After a bief discussion,
we also explained the learning module and what we hope to actéve through
its use. We believe the demonstration was a success.

Figure 7.8: Result of background Figure 7.9: Result of background
subtraction from Cam 1. subtraction from Cam 2.
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Figure 7.10: Path planned given po-
sition estimate.

Figure 7.11: Result of matching
knowledge base image with environ-
ment candidate.

7.5 Summary

In general, we have created a robust distributed object reagnition and local-
ization system. We have shown through testing that the systa can be taught to
consistently locate everyday objects within a home enviroment. In these tests,
our system only fails once on the conceptual idea that we havproposed. The
other failures are attributed to issues in the implementain which could easily
be remedied by a limited amount of work. Provided this is accanplished, we
could signi cantly improve the performance of our system. We have also stated
that the system, in its present state, is on course to becomgna viable candidate
for entry into the RoboCup@Home challenge.



Chapter 8
Conclusion

8.1 Summary

In this thesis we attempted to solve a particular task motivaed by the Robo-
Cup@Home challenge. This task is titled Lost & Found and reqires the robot

to nd a previously taught object that is placed somewhere inthe environment.

Unlike previous approaches, discussed in Chapter 2, we prayse a novel idea of
combining xed vision from cameras in the environment with a mobile robot

platform and a PTZ camera. Through this two-step process, weim to get a po-
sition estimate for an object of interest from the environment cameras to which
the robot will then navigate and verify that the object found by the static cam-
eras is in fact one of interest by performing local feature mé&hing. It should

also be noted that we use everyday objects which are not moded in any way,
as can be seen in Figure 7.1. This adds a new challenge as we aam longer
take for granted that the objects are uniform in color.

Through the use of the PEIS-Ecology described in Section 2&nd afford-
able off-the-shelf hardware components, we have succesdffiyproven that this
two-step approach is reasonable through experimentation & can be seen in
Chapter 7. This project was meant as a building block in orderfor the AASS
Laboratory to enter the RoboCup@Home competition and we beleve having
this system is a rst important step in this direction. Not only is this a pos-
sible entry, but through our work we have also enriched the PES-Ecology by
developing a number of components that can be used by anyonesgart of the
ecology.

In order to make it user-friendly and to have it as a competitive solution, we
developed a learning module which allows the user to easilyrad most impor-
tantly quickly, teach the robot a new object by simply clicking on an interface.
We then developed a searching module which performs the lodization using
the knowledge acquired from the learning module. As stated peviously, the

93
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searching is done via a two-step approach by rst nding canddate positions
with the environment cameras and then using the mobile roboto navigate to
the provided position and con rm the object to be a particular one using its
PTZ camera.

8.2 Future Work

There are a number of interesting points one can investigateo add function-
ality to the system. One of the points is to add a third, perhags a fourth, web
camera to the room to provide a better coverage area of the efronment which
would increase precision of the position estimates. Acquing a more precise es-
timate would allow the robot to approach the object closer and would not have
to rely as heavily on the zoom feature. This would also help incalculating a bet-
ter estimate for the bearing towards the object. This could educe the need for
the robot turning if it does not nd the object in its eld of vi ew, since it shall
always be facing the object once the desired location has beeeached.

More investigation can be performed into the position estimation and per-
haps the method in [26] can be fully implemented. Likewise, ¢her image en-
hancement algorithms may be used in order to better determia the blob width
which we use for position estimation from the environment caneras. Another
interesting enhancement is to use the shape matching algthim while the robot
is moving in real time. Currently we have a stop-and-look soltion which re-
quires the robot to stop, analyze, and react. The stopping hppens at the goal
and thus our solution is acceptable but a comparison would beof interest. An-
other avenue that could be explored is the fetching of the olgct.

8.3 Challenges

During the development of the project we tried a number of different ideas and
approaches from hardware to software. The initial goal of the assignment was
to use an omni-camera mounted on top of the robot to nd the objects The
omni-cam would provide a certain degree of con dence and if athreshold was
satis ed, the PTZ camera would zoom in and investigate further. Although this
was an interesting and intriguing idea we ran into a number ofdif culties along
the way. The main problem was that the camera resolution was at very good
and as such small objects were nearly impossible to see whichade it harder to
segment. The idea of using an omni-cam was scrapped after veieeks of try-
ing everything from changing omni-cameras to wrapping the djects in bright
colors, to moving the objects closer to performing image enancement (all of
which further weaken our entry into the RoboCup@Home compeition as all
of these are hard constraints).
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Another challenge we encountered was with the segmentatioaf the objects
from the environment cameras we chose to replace the omni-caera with. We
used everyday off-the-shelf web cameras for our xed visionand thus the res-
olution was not great. We tackled this problem by creating a ®ftware compo-
nent that enhanced the image to make it usable by the segmerian algorithm.
It was also necessary to modify the planning algorithm we deided to use The
problem was that when it planned a path, it planned a path onlyif the object
was reachable. In our case if the object is located on a tabler@ shelf, that exact
point is not reachable and thus we had to make modi cations which planned a
path to the nearest open point around the ideal goal point.
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